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      ""I know that I know nothing" is a starting point, not a character flaw."

      

      
        
        — Socrates (as interpreted by someone who's tired of having to be right about everything)
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            My upbringing in certainty

          

        

      

    

    
      Once upon a time, I believed in facts the way other people believe in gravity—utterly, unconsciously, and with the profound confidence of someone who has never been weightless.

      This was not a character flaw. It was excellent training.

      Since the mid 1990s, I operated under the delicious certainty that reality had rules, that those rules could be discovered, and that once discovered, they would stay discovered. Science was not just a method—it was a moral architecture. A cathedral built from peer review, replication, and the quietly revolutionary idea that the universe might eventually stand still long enough to be properly held.

      The universe, as it turns out, has other plans. But we’ll get to that.

      THE GOSPEL OF FALSIFIABILITY

      Picture a 34-year-old Lee Hopkins, unnaturally optimistic, discovering Karl Popper’s philosophy of science like other people discover sex or good coffee. The notion that proper scientific claims must be falsifiable struck me as the most elegant idea humanity had ever produced.

      Here was the antidote to bullshit in its purest form.

      You couldn’t just claim something was true—you had to specify exactly how it could be proven false. Astrology? Unfalsifiable. Homeopathy? Unfalsifiable. The effectiveness of cognitive behavioural therapy for anxiety disorders? Now we’re talking. Testable hypotheses. Measurable outcomes. The possibility of being beautifully, definitively wrong.

      What a gift. What magnificent clarity.

      I threw myself into this framework the way some people throw themselves into religion or competitive lawn bowling. Every claim had to survive the falsifiability test. Every theory had to specify its own conditions for defeat. If you couldn’t imagine evidence that would change your mind, you weren’t doing science—you were doing ideology with lab coats.

      And for decades, this worked beautifully.

      I could spot pseudoscience from three suburbs away. Crystals that supposedly aligned your chakras? Show me the controlled trials. Motivational speakers claiming thoughts become reality? Where’s the replication data? Politicians insisting their policies would definitely work this time? Let’s design an experiment.

      My bullshit detector was a finely calibrated instrument, and I was proud of it. Properly proud. The kind of pride that comes from knowing you’ve built your worldview on solid epistemological foundations rather than hope and marketing slogans.

      I wonder now if that pride was the first crack in the foundation. Pride, as Terry Pratchett never tired of pointing out, tends to come before the sort of fall that leaves cartoon-shaped holes in the pavement.

      THE DEMOCRACY OF PEER REVIEW

      If falsifiability was the philosophy, peer review was the practice. The beautiful, messy, occasionally vindictive practice of having other humans check your work.

      This struck me as democracy at its finest. No single person could declare truth by fiat. No authority figure could simply announce what was real. Everything had to pass through the gauntlet of professional scepticism—other scientists, equally trained, equally biased in their own particular directions, equally invested in not looking like idiots in front of their colleagues.

      Of course, I learned early that peer review could be brutal. Reviewer 2 became a legendary figure in my imagination—the anonymous academic assassin who would inevitably find the one weak assumption in an otherwise solid study and disembowel it with surgical precision.

      ‘The authors have failed to consider...’ became the opening line of my nightmares.

      But even that brutality felt reassuring. It meant the system was working. It meant that bad ideas would be caught, weak arguments would be strengthened, and the slow, grinding machinery of human knowledge would inch towards something resembling truth.

      I submitted my first paper to a psychology journal in 1997, full of nervous excitement and the peculiar terror that comes from voluntarily handing your intellectual offspring to a panel of strangers for judgment. The process felt like a religious ritual. Months of research, weeks of writing, careful formatting according to APA style guidelines that seemed designed by someone with a pathological fear of creativity.

      And then... waiting.

      Waiting like a parent outside surgery. Waiting like a defendant before verdict. Waiting like someone who has voluntarily submitted their professional credibility to the tender mercies of academics they’ve never met and probably wouldn’t like if they had.

      When the reviews finally arrived—’major revisions required’—I felt oddly grateful. Not accepted, but not rejected. Not brilliant, but not incompetent. Just... human. Fallible. In need of improvement, but improvable.

      That felt like science.

      THE BEAUTIFUL REDUNDANCY OF REPLICATION

      If peer review was democracy, replication was insurance. The comforting knowledge that no single study could overturn the world, no matter how elegant its methods or shocking its conclusions.

      I loved this idea with the passion of someone who had seen too many headlines claiming scientists had ‘proven’ something ludicrous based on a sample of twelve undergraduate psychology students eating chocolate whilst solving word puzzles.

      Real findings would replicate. False positives would fade. The noise would cancel itself out, leaving only signal. It was a self-correcting system, powered by human vanity and professional curiosity—the desire to be the person who confirmed something important or, even better, the person who discovered that something everyone believed was spectacularly wrong.

      My own work in organisational psychology relied heavily on this principle. I would read a study about workplace motivation, design a modified version with a different population, and see if the results held. Sometimes they did. Sometimes they didn’t. When they didn’t, that was often more interesting than when they did.

      Failed replications weren’t failures—they were course corrections. They were the immune system of science, protecting the body of knowledge from infectious nonsense and publication bias and the eternal human tendency to see patterns in random noise.

      I remember the particular satisfaction of discovering that a widely cited study on leadership styles couldn’t be replicated with Australian managers. The original findings had been culturally specific in ways the original authors hadn’t considered. This felt like detective work. Like archaeology. Like contributing something meaningful to the grand project of human understanding.

      The fact that our knowledge was provisional didn’t bother me. It energised me. Today’s best guess could be tomorrow’s historical curiosity, and that was as it should be. We were building something larger than any individual contribution, something that could survive the death of its creators and continue growing long after we were all dead.

      What could be more hopeful than that?

      LEARNING THE CATECHISM

      Scientific training in the 1980s and 90s was systematic indoctrination, and I mean that in the best possible way. We learned not just methods but methodological morality. The proper way to think about evidence, the ethics of interpretation, the sacred duty to doubt—especially our own conclusions.

      Statistics became a form of prayer. Correlation does not imply causation. Sample size determines power. Control your variables. Define your terms. Acknowledge your limitations. Always, always acknowledge your limitations.

      This last point was hammered into us with religious fervour. A good scientist was a humble scientist. We were trained to end every paper with a section called ‘Limitations’—a ritualistic confession of all the ways our study might be wrong, all the questions we couldn’t answer, all the cautionary notes that should prevent anyone from drawing conclusions too broad or too confident.

      I took to this like a natural-born penitent.

      My limitations sections grew longer and more elaborate with each paper. I acknowledged potential confounding variables I’d never heard of. I worried about sample bias, researcher bias, confirmation bias, publication bias, and the possibility that the very act of measurement might have changed what I was trying to measure.

      This felt like intellectual maturity. Like wisdom. Like the mark of someone who understood how hard it was to know anything for certain.

      But underneath all that careful humility was a deeper certainty: the certainty that the method itself was sound. That even if individual studies were flawed, the overall process was gradually, inexorably, approaching something real.

      We weren’t just studying human behaviour or testing psychological theories. We were participating in something magnificent—the collective human project of understanding reality. And we had the best tools for the job that had ever been devised.

      Hypothesis. Method. Results. Discussion. Limitations. Conclusion. The liturgy of empirical inquiry, repeated in journals around the world, building fact upon fact like a cathedral of knowledge.

      I believed in that cathedral with every fibre of my professionally trained being.

      THE DOPAMINE HIT OF DISCOVERY

      The first time I found something genuinely surprising in my data, I nearly fell off my chair. This was 2007, I was researching workplace stress amongst Royal Australian Air Force personnel, and the results were nothing like what I’d expected.

      According to every theory I’d studied, higher-ranking officers should have reported lower stress levels. They had more control, more resources, more autonomy. The literature was clear on this: autonomy reduces stress.

      Except they didn’t.

      Senior officers were reporting stress levels that were, if anything, slightly higher than junior enlisted personnel. Not dramatically higher—this wasn’t a crisis—but consistently, measurably higher across multiple indicators.

      My first thought was that I’d made an error. Wrong formula in the spreadsheet. Mislabelled variables. Some embarrassing mistake that would reveal me as the sort of person who shouldn’t be trusted with data or basic mathematics.

      I checked everything three times. The data held.

      Then came the interpretive work—the delicious puzzle of figuring out what this meant. Senior officers had autonomy, yes, but they also had responsibility for other people’s lives. They had access to information that junior staff didn’t, including information about budget cuts, restructuring, and strategic decisions that could affect everyone under their command.

      Autonomy, it turned out, wasn’t a simple stress-reducer when it came bundled with the weight of other people’s wellbeing.

      This felt like genuine discovery. Not earth-shattering, Nobel Prize-winning discovery, but real, nonetheless. A small addition to human knowledge. A finding that might actually matter to people trying to design better workplaces or understand the hidden costs of leadership.

      The paper that resulted from this work was eventually published in a journal so low-grade it eventually disappeared. But while it was still alive, people found it useful. It influenced other studies, prompted new questions, contributed to the ongoing conversation about workplace stress and organisational design.

      This was science working as advertised. Puzzle-solving. Knowledge-building. The slow, collaborative accumulation of reliable insight.

      I was addicted.

      THE UNSPOKEN PROMISE

      Nobody ever explicitly said this, but embedded in all the training was an unspoken promise: if we just followed the method, if we were careful enough and honest enough and persistent enough, truth would eventually stand still long enough to be held.

      Not complete truth, obviously. We weren’t naive. But reliable partial truths. Provisional but robust findings. The kind of knowledge you could build things on.

      The scientific method was our guarantee against chaos. Against superstition. Against the terrible possibility that human existence might be fundamentally meaningless and that our desperate need to understand the world might be nothing more than an evolved quirk with no relationship to what was actually true.

      Science said: no, it’s not meaningless. Reality has structure. That structure can be discovered. And once discovered, it will help. It will make medicine more effective, technology more powerful, societies more just, and individual lives more worth living.

      This wasn’t just methodology—it was theology. A faith-based system that happened to work so spectacularly well that you could mistake it for pure rationality.

      And for decades, it did work spectacularly well.

      Vaccines eliminated diseases that had terrorised humanity for millennia. Computers evolved from room-sized curiosities to pocket-sized necessities. We discovered the structure of DNA, split the atom, walked on the moon, and figured out how to perform surgery on beating hearts.

      In psychology, we mapped the basic mechanisms of learning, memory, and perception. We developed treatments for depression, anxiety, and schizophrenia that actually worked. We identified cognitive biases, social influences, and environmental factors that shaped human behaviour in predictable ways.

      The method was delivering on its promises. Slowly, sometimes. With setbacks and false starts and embarrassing reversals. But delivering, nonetheless.

      Why wouldn’t I have faith in it?

      THE IDENTITY OF CERTAINTY

      Being a social scientist wasn’t just what I did—it was who I was. My professional identity had merged with my personal identity so seamlessly that I couldn’t tell where methodology ended and personality began.

      I was the person who asked for evidence. Who wanted to see the data. Who remained sceptical of extraordinary claims until extraordinary evidence appeared. Who could explain why correlation didn’t imply causation to anyone who would listen, and quite a few people who wouldn’t.

      This made me insufferable at dinner parties.

      Someone would mention that they’d heard coffee was bad for you, and I’d launch into a lecture about confounding variables and publication bias and the difference between observational studies and randomised controlled trials. Someone would share an anecdote about alternative medicine, and I’d explain why the plural of anecdote isn’t data.

      I thought I was being helpful. Educational. A beacon of rationality in a world increasingly prone to magical thinking.

      What I was actually being was evangelical. I had become a missionary for the scientific method, spreading the good word about empirical thinking to anyone within earshot. And like most missionaries, I was absolutely convinced that my message was not only true but urgently necessary.

      The world was full of people making decisions based on intuition, tradition, authority, and wishful thinking. They needed to be saved from their epistemological sins. They needed to learn the proper way to evaluate evidence and form beliefs.

      They needed to think like scientists.

      This evangelical impulse wasn’t unique to me. It was endemic among professionally trained researchers, especially in psychology where we were constantly confronted with popular ideas that were demonstrably false. The notion that people only use 10% of their brains. The belief that venting anger reduces aggression. The assumption that opposites attract in romantic relationships.

      We had better information. More sophisticated methods. Proper controls. Why wouldn’t we want to share that knowledge? Why wouldn’t we feel duty-bound to correct misconceptions and promote better thinking?

      Looking back, I can see the dangerous arrogance embedded in this attitude. Not the arrogance of being wrong—the arrogance of being right. The arrogance of believing that having better methods automatically made us better people. That scientific training inoculated us against the biases and blind spots that afflicted everyone else.

      We had become True Believers. And True Believers, as history repeatedly demonstrates, are capable of spectacular self-deception precisely because they’re so convinced of their own righteousness.

      WHEN THE SYSTEM WORKED

      But here’s the thing that makes this story complicated rather than simply cautionary: for most of my career, the system really did work. Not perfectly, not without bias or politics or human fallibility, but well enough to distinguish itself from mere opinion.

      I watched colleagues discover genuine insights about human behaviour. I saw bad theories get discarded and good ones get refined. I participated in research that led to better treatments for depression, more effective training programmes for managers, and clearer understanding of how social environments shape individual outcomes.

      The peer review process, for all its flaws, did catch errors. Replication studies did expose false positives. The gradual accumulation of evidence did produce knowledge that was genuinely useful rather than merely fashionable.

      When I started my career, the prevailing wisdom in psychology was that mental illness was primarily caused by unconscious conflicts and repressed memories. By the time I finished, we had solid evidence for the role of genetics, neurotransmitter imbalances, cognitive patterns, and environmental stress. That shift didn’t happen because of fashion or ideology—it happened because of better data and more rigorous methods.

      Similarly, when I began studying organisational behaviour, management theory was dominated by intuitive ideas about motivation and leadership that sounded plausible but often didn’t work. Gradually, through careful research, we developed more nuanced understanding of how different people respond to different management styles, how team composition affects performance, and how organisational culture shapes individual behaviour.

      This wasn’t just academic progress—it was practical progress. Companies that implemented evidence-based management practices really did see improvements in productivity and employee satisfaction. Therapists who used empirically supported treatments really did help more people recover from mental illness.

      Science was working. Not as a perfect system for discovering absolute truth, but as a reasonably reliable method for distinguishing better ideas from worse ones.

      My faith wasn’t misplaced. It was just... incomplete.

      THE RITUAL OF ACADEMIC CONFERENCES

      If peer review was the private face of scientific culture, academic conferences were the public face—and what a face it was. Part trade show, part religious gathering, part intellectual gladiatorial arena where careers were made and theories went to die.

      I attended my first psychology conference in 1997, clutching my registration folder like a talisman and wearing a suit that made me look like someone playing dress-up in their father’s wardrobe. The experience was overwhelming in the way that first encounters with professional culture always are—equal parts inspiring and terrifying.

      Hundreds of researchers from around the world, all gathered in a generic hotel conference centre to share their latest findings, argue about methodology, and engage in the sort of intellectual networking that passes for socialising among academics.

      The keynote speakers were gods to me then. Distinguished professors with decades of publications, names I’d encountered repeatedly in the literature, now standing at podiums explaining their latest thinking to rooms full of respectful silence punctuated by carefully worded questions during the Q&A sessions.

      I absorbed it all with the enthusiasm of a convert. The debates about statistical significance. The gentle savaging of poorly designed studies. The ritualistic acknowledgment that ‘more research is needed’—the academic equivalent of ‘thoughts and prayers’—that concluded virtually every presentation.

      What struck me most forcefully was the shared commitment to evidence-based thinking. Here were people from different countries, different theoretical orientations, different research traditions, but all united by common methodological principles. All speaking the same epistemological language. All committed to the idea that truth emerged from careful observation, systematic analysis, and honest interpretation.

      It felt like belonging to something larger than myself. Something important. Something that mattered in ways that extended beyond individual careers or institutional politics.

      By the time I started presenting my own research, I’d learned the unwritten rules of academic discourse. How to phrase criticisms diplomatically (‘The authors might consider...’). How to acknowledge limitations pre-emptively. How to position new findings within existing theoretical frameworks whilst still claiming novelty.

      These weren’t just social conventions—they were epistemological safeguards. Ways of ensuring that knowledge grew incrementally rather than through dramatic overturning of established wisdom. Ways of maintaining the collegial atmosphere necessary for sustained scientific collaboration.

      I became quite good at this game. Good enough to feel like I belonged in rooms full of people whose work I’d been reading for years.

      This success reinforced my faith in the system. It wasn’t just that the scientific method produced reliable knowledge—it also created communities of people committed to pursuing that knowledge responsibly. Communities that transcended national boundaries, cultural differences, and personal ambitions.

      Or so I believed at the time.

      STATISTICS AS MORAL PHILOSOPHY

      If there was a bible for our particular brand of scientific faith, it was statistics. Not just as a mathematical tool, but as a moral framework for thinking about evidence, uncertainty, and the proper relationship between data and conclusion.

      P-values became our sacrament. The magical threshold of 0.05 that separated the probably true from the probably false, the publishable from the unpublishable, the career-advancing from the career-stalling. We learned to worship at the altar of statistical significance with the devotion of monks reciting vespers.

      But it wasn’t mindless worship—it was principled worship. We understood what these numbers meant. The p-value represented the probability of obtaining results at least as extreme as our observed results, assuming the null hypothesis was true. In other words, it told us how surprised we should be by our data if nothing interesting was actually happening.

      This felt like magic to me. Like having access to a universal truth-detector. Raw data went into statistical analyses and came out transformed into statements about reality. The messy, subjective business of human observation became objective, quantified, mathematically precise.

      I learned to think in terms of confidence intervals, effect sizes, and power analyses. I memorised the assumptions underlying different statistical tests and the conditions under which those assumptions might be violated. I developed an almost mystical appreciation for the Central Limit Theorem and its promise that, given enough data, sampling distributions would approach normality regardless of the underlying population distribution.

      This wasn’t just technical training—it was philosophical training. Statistics taught us how to live with uncertainty whilst still making defensible claims about reality. How to distinguish between meaningful patterns and random noise. How to quantify our ignorance in ways that made that ignorance productive rather than paralysing.

      The beauty of it was that statistical reasoning protected us from our own biases. Humans are terrible at detecting patterns in data. We see faces in clouds, conspiracies in coincidences, and causal relationships in mere correlations. But properly applied statistical analysis could correct for these cognitive failings, revealing what was really there beneath our projections and expectations.

      Or so we believed.

      Looking back, I can see that we’d created our own form of technological fundamentalism. We trusted the mathematics so completely that we forgot statistics is ultimately a human enterprise, embedded in human institutions, serving human purposes that aren’t always aligned with pure knowledge-seeking.

      But that realisation was still years away. In the meantime, I had work to do, papers to publish, and a career to build on the solid foundation of empirical evidence and mathematical rigour.

      THE ARCHITECTURE OF AUTHORITY

      One of the most seductive aspects of scientific culture was its meritocratic promise. In principle, anyone could contribute to scientific knowledge regardless of their background, connections, or social status. All that mattered was the quality of their evidence and the rigour of their reasoning.

      This felt revolutionary to someone who’d grown up in working-class Adelaide, where authority was often inherited rather than earned. Science offered a different model—authority based on competence rather than birthright, credibility earned through demonstrated expertise rather than granted by social position.

      The PhD system embodied this promise beautifully. Years of intensive training, comprehensive examinations, original research culminating in a thesis defence where your work would be scrutinised by experts who had no obligation to be kind. If you survived this process, you’d earned the right to call yourself a doctor and to speak with authority on your area of expertise.

      I threw myself into this system with the fervour of someone who believed absolutely in its underlying logic. The hierarchy made sense to me—research assistants learning from postdocs, postdocs learning from lecturers, lecturers learning from professors, everyone contributing to a great chain of knowledge transmission that stretched back to the founding figures of empirical inquiry.

      When those higher up the chain pointed out flaws in my methodology, I didn’t feel defensive—I felt grateful. They were helping me become a better scientist. When journal reviewers demanded major revisions to papers, I saw it as quality control rather than personal attack. The system was working exactly as designed.

      This respectful relationship to expertise shaped not just my professional behaviour but my entire worldview. In areas outside my competence, I deferred to people who had earned the right to speak with authority. Climate scientists on global warming. Economists on monetary policy. Medical researchers on vaccine safety.

      It seemed like the only rational approach. Why would I trust my uninformed intuition over the collective expertise of people who’d spent decades studying these issues? Why would I privilege my personal experience over carefully controlled empirical research?

      This deference wasn’t blind—it was informed deference. I understood how scientific knowledge was produced, how peer review worked, how replication studies functioned as quality control. I knew the difference between preliminary findings and established consensus, between correlation and causation, between scientific authority and mere credentialism.

      Or at least, I thought I did.

      What I didn’t fully appreciate at the time was how much this entire system depended on shared cultural assumptions about what counted as legitimate knowledge, who was qualified to produce it, and how disagreements should be resolved. Assumptions that seemed obviously correct from inside the system but might look quite different from outside it.

      Assumptions that were about to be challenged in ways I couldn’t imagine.

      THE TRANSFORMATION OF UNCERTAINTY

      Perhaps the most profound gift that scientific training gave me was a way to live productively with uncertainty. Not by eliminating it—that was impossible—but by transforming it from a source of anxiety into a source of possibility.

      Before I learned to think scientifically, uncertainty felt like failure. Not knowing something meant I was ignorant, unprepared, intellectually inadequate. The world was full of people who seemed confident about things I found confusing, and I assumed their confidence reflected superior understanding.

      Science taught me that uncertainty could be precise rather than vague, productive rather than paralysing, honest rather than shameful. The phrase ‘we don’t know’ became not an admission of defeat but a starting point for investigation.

      More importantly, I learned to distinguish between different types of uncertainty. There was the uncertainty that came from insufficient data—a problem that could potentially be solved through better research. There was the uncertainty that came from measurement error—a problem that could be quantified and controlled for. And there was the uncertainty that came from the inherent complexity of the phenomena being studied—a feature of reality rather than a limitation of method.

      This taxonomic approach to ignorance was liberating. Instead of feeling generally confused about complex issues, I could be specifically confused about particular aspects of them. Instead of dismissing my own questions as signs of intellectual inadequacy, I could frame them as legitimate research problems worthy of systematic investigation.

      The scientific literature became my guide to productive uncertainty. Papers didn’t just present findings—they mapped the boundaries of current knowledge, identified gaps where future research was needed, and demonstrated how to think rigorously about problems that didn’t have obvious solutions.

      I learned to appreciate the phrase ‘more research is needed’ not as an evasion but as an honest acknowledgment of the limits of current understanding. It meant we’d reached the edge of reliable knowledge and were peering into territory that required careful exploration rather than confident declaration.

      This comfort with provisional knowledge extended beyond my professional life into my personal worldview. I became someone who could hold multiple competing hypotheses in mind without needing to choose between them prematurely. Someone who could update their beliefs in response to new evidence without experiencing this as personal failure or ideological betrayal.

      It felt like a superpower. Like having access to a more sophisticated way of thinking about reality that most people lacked. Like being part of a community that had figured out how to make progress on difficult questions through disciplined collective effort.

      What I didn’t anticipate was how this same capacity for productive uncertainty would eventually become a vulnerability. How the ability to tolerate ambiguity—so useful within the controlled environment of academic research—might become problematic in a world where ambiguity was being weaponised by people with less noble intentions.

      CITIZENS OF THE REPUBLIC OF SCIENCE

      By the mid-2010s, I’d developed what I can only describe as a patriotic attachment to the scientific enterprise. Not blind patriotism—I was well aware of the flaws and limitations—but the kind of deep loyalty that comes from believing you’re part of something genuinely important.

      The phrase ‘republic of science’ wasn’t just a metaphor to me. It described a real community with real values, shared practices, and mutual obligations that transcended national boundaries. We had our own language (statistical jargon, methodological terminology, theoretical frameworks), our own institutions (journals, conferences, professional societies), and our own system of governance (peer review, editorial boards, grant committees).

      Most importantly, we had our own ethical code. Honesty about data. Transparency about methods. Acknowledgment of limitations. Respectful treatment of colleagues, including those with whom we disagreed. Commitment to the long-term advancement of knowledge rather than short-term personal gain.

      This code wasn’t enforced by external authority but maintained through professional socialisation and community pressure. Young researchers learned not just technical skills but professional values from senior mentors who had learned those same values from their mentors in an unbroken chain stretching back to the founders of modern empirical inquiry.

      When I collaborated with researchers from other countries, I was struck by how seamlessly we could work together despite coming from different cultural backgrounds. The shared commitment to evidential reasoning created a common ground that made communication possible even when language barriers existed.

      I remember a particularly memorable collaboration with a team of Japanese organisational psychologists studying cross-cultural differences in management styles. Despite significant differences in our native languages and cultural assumptions, we found ourselves in immediate agreement about research design, statistical analysis, and the interpretation of results.

      This felt like a glimpse of humanity’s potential. If people from different cultures could cooperate this effectively when united by shared methodological principles, perhaps other forms of international cooperation weren’t as impossible as they seemed. Perhaps the scientific method offered a model for how human beings might work together to solve complex problems.

      These weren’t naive thoughts—I understood that science operated within political and economic systems that shaped research priorities and funding decisions. But the core methodological commitments seemed to exist at a level above politics, providing a foundation for cooperation that transcended ideological differences.

      I genuinely believed we were building something that would outlast any individual career, any particular institution, any specific national or cultural context. Knowledge that would accumulate across generations, becoming humanity’s permanent inheritance rather than temporary fashion.

      THE SEDUCTIVE POWER OF BEING RIGHT

      There’s something intoxicating about having a reliable method for being right. About possessing tools that can cut through confusion and identify what’s actually true. About being part of a professional community that values evidence over authority and argumentation over assertion.

      For decades, I lived inside that intoxication. I breathed it. I built my identity around it. I defended it against critics who didn’t understand its power and evangelised it to anyone who would listen.

      The satisfaction wasn’t just intellectual—it was moral. When I corrected someone’s misunderstanding about statistical significance or explained why anecdotal evidence couldn’t establish causal relationships, I felt like I was performing a public service. Fighting the good fight against ignorance and superstition.

      This righteousness was reinforced by the genuine usefulness of scientific thinking in countless domains. When alternative medicine practitioners claimed their treatments were effective, we had tools for testing those claims and discovering that most alternative treatments performed no better than placebos. When politicians claimed their policies would achieve certain outcomes, we had methods for evaluating those outcomes and holding politicians accountable for their promises.

      The world genuinely needed more people who could think critically about evidence, distinguish correlation from causation, recognise confirmation bias, and resist the appeal of simple explanations for complex problems.

      But somewhere in this entirely reasonable commitment to evidential thinking, something more problematic was taking root. A kind of epistemological arrogance that confused methodological sophistication with moral superiority.

      I began to view scientific training not just as useful professional development but as a form of enlightenment that separated the rational from the irrational, the educated from the ignorant, the trustworthy from the deluded.

      People who accepted scientific consensus on issues like climate change or vaccine safety weren’t just making good evidential judgments—they were demonstrating their fitness to participate in serious conversations about public policy. People who questioned that consensus weren’t just mistaken—they were revealing themselves as fundamentally unreliable sources of information about anything important.

      This binary thinking made me feel wonderfully clear about who deserved my intellectual respect and who didn’t. It simplified the complex work of evaluating competing claims by providing a quick heuristic: trust the experts, distrust the amateurs, and dismiss anyone who couldn’t demonstrate fluency in proper methodological reasoning.

      What I didn’t recognise at the time was how this heuristic was making me vulnerable to manipulation by people who understood how to mimic the surface features of scientific authority whilst pursuing entirely non-scientific agendas.

      And then, gradually, almost imperceptibly at first, the world began to change in ways that my beautiful system hadn’t prepared me for.

      The cathedral of knowledge I’d helped build was still standing. But something was different about the light coming through the windows. Something was shifting in the foundations. Something was happening to the very ground on which the whole magnificent structure had been erected.

      What happens when a person whose entire professional identity is built around being systematically right discovers that being right might not be enough anymore? What happens when the tools that once distinguished signal from noise begin to malfunction in ways that are subtle but unmistakable?

      What happens when certainty itself becomes the problem?

      That’s where the real story begins.
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      There is, I have discovered, a particular kind of smugness that comes with possessing superior epistemological hygiene.

      It’s not unlike the satisfaction a cat feels when it has successfully ignored you for exactly the right amount of time to make you question whether cats actually like humans, or whether they’re simply running a very long con involving tuna and warm laps.

      Except in this case, the cat is you, the humans are everyone who doesn’t properly understand statistical significance, and the tuna is the intoxicating feeling of being systematically, methodologically, peer-review-ably correct.

      For decades, I was that cat.

      THE PHYSIOLOGY OF RIGHTNESS

      Being right feels wonderful in the body. It produces a small but noticeable chemical reward—a tiny hit of dopamine, a slight straightening of the spine, a barely perceptible expansion of the chest.

      When someone makes a claim that can’t be falsified, and you point this out with the casual authority of someone who has actually read Popper, your nervous system treats this as a small victory. Like successfully completing a crossword clue, or finding a parking space in Melbourne during the Comedy Festival, or watching a politician accidentally tell the truth on live television.

      The feeling is subtle but unmistakable. A quiet satisfaction that you have, once again, demonstrated your membership in the community of people who think properly about evidence.

      This wouldn’t be a problem if humans weren’t essentially drug addicts when it comes to feeling good about themselves.

      But we are. Oh, we are.

      The human brain, for all its remarkable sophistication in areas like pattern recognition and the ability to remember exactly where you left your keys whilst simultaneously forgetting them, has not evolved to distinguish between the satisfaction of being correct about statistical methodology and the satisfaction of being correct about anything else.

      Rightness is rightness is rightness, as far as your dopamine receptors are concerned.

      And so, gradually, imperceptibly, what begins as a commitment to following evidence wherever it leads starts to mutate into something rather more problematic: a commitment to being the sort of person who follows evidence wherever it leads.

      The difference, as Douglas Adams might have observed, is not unlike the difference between knowing where your towel is and needing everyone else to know that you know where your towel is.

      THE SCIENTIST’S HIGH

      Scientists, I have observed, can become addicted to being correct in much the same way that gamblers become addicted to winning, alcoholics become addicted to drinking, and small children become addicted to asking ‘why?’ until all nearby adults begin contemplating career changes.

      The pattern is always the same.

      First, you experience the genuine pleasure of using good methodology to discover something true about the world. This is legitimate satisfaction. You have contributed to human knowledge. You have moved the great conversation forward. You deserve to feel pleased with yourself.

      Then you experience the secondary pleasure of being recognised for this contribution. Peers acknowledge your work. Students cite your papers. People at conferences nod respectfully when you speak.

      This is where things start to get interesting, in the same way that discovering your cat has learned to open doors is ‘interesting.’

      Because what you’ve actually discovered is that displaying scientific sophistication gets you social rewards. And the human brain, being fundamentally a social organ disguised as a thinking machine, begins to optimise for those rewards rather than for the original goal of understanding the world.

      Soon, you find yourself unconsciously seeking opportunities to demonstrate your methodological superiority. You develop an instinct for spotting bad reasoning in others. You become fluent in the particular kind of intellectual eye-roll that conveys maximum disdain with minimum effort.

      Someone mentions they’ve heard that acupuncture might help with chronic pain, and rather than engaging with their actual concern about suffering, you launch into a lecture about the impossibility of blinding acupuncture trials and the prevalence of publication bias in complementary medicine research.

      You’re not wrong. But you’re not helping either.

      You’ve stopped pursuing truth and started pursuing the social and psychological rewards of being seen as the sort of person who pursues truth.

      This is roughly equivalent to deciding that the best way to enjoy music is to become a music critic, or that the best way to enjoy food is to spend all your time explaining to other people why their favourite restaurants are actually quite terrible.

      Technically accurate. Practically useless. Socially insufferable.

      WHEN SCEPTICISM BECOMES A COSTUME

      The most insidious part of this process is how it transforms scepticism from a tool into a costume.

      Real scepticism is methodological agnosticism. It’s the intellectual courage to hold your beliefs lightly, to change your mind when evidence changes, to admit uncertainty when uncertainty is warranted. It’s uncomfortable and effortful and requires constant vigilance against your own biases.

      Costume scepticism is much more convenient. It’s the performance of critical thinking rather than the practice of it.

      When you’re wearing the sceptic costume, you don’t actually have to do the hard work of evaluating evidence carefully. You just have to know which opinions are socially coded as ‘scientific’ within your community and which are coded as ‘unscientific.’

      Climate change is real? Correct. Vaccines are safe and effective? Correct. Homeopathy is nonsense? Correct. Alternative medicine is mostly placebo? Correct.

      All true. All defensible. All perfectly aligned with scientific consensus.

      And all completely useless for thinking about anything that isn’t already settled science.

      The sceptic costume gives you the social benefits of being scientific without requiring you to actually engage in the messy, uncertain, uncomfortable work of figuring out what’s true about novel or complex situations.

      It’s like learning to recite the Periodic Table without understanding chemistry, or memorising cricket statistics without being able to actually play cricket, or becoming an expert on wine terminology whilst possessing the palate of a particularly unimaginative golden retriever.

      You sound authoritative. You feel authoritative. But when reality starts behaving in ways that don’t match the standard talking points, you’re absolutely stuffed.

      THE RIGHTEOUSNESS OF THE RATIONAL

      There’s a particular kind of moral arrogance that comes with believing you’ve transcended ordinary human biases through superior methodology.

      I spent years convinced that my scientific training had made me fundamentally different from people who believed things for bad reasons. They were emotional. I was rational. They fell for confirmation bias. I followed evidence. They were tribal. I was objective.

      This was, of course, complete bollocks.

      But it was the kind of bollocks that felt deeply satisfying to believe, like thinking you’re the only person in the cinema who really understands the film, or that you’re the only driver on the highway who actually knows how to merge properly, or that you’re the only person at the restaurant who truly appreciates the subtle complexity of the wine pairing.

      In reality, what I’d developed wasn’t immunity to bias. I’d simply developed a more sophisticated form of it.

      I was still tribal—I’d just joined the tribe of people who prided themselves on not being tribal. I was still emotional—I’d just learned to feel superior about my particular emotional responses. I was still prone to confirmation bias—I’d just gotten very good at finding ‘rational’ justifications for beliefs that made me feel good about myself.

      The scientific method is genuinely powerful. But the scientific method practised by humans is still practised by humans, with all the messy psychological machinery that entails.

      Give a human being a tool for being right, and they will eventually find a way to use it for feeling righteous.

      This is not a bug in the system. This is the system.

      WHEN EXPERTS BECOME AUTHORITIES

      There’s a difference between being an expert and being an authority, though it’s a distinction that tends to get lost somewhere between the undergraduate psychology degree and the first time someone introduces you at a dinner party as ‘our resident expert on human behaviour.’

      An expert is someone who has developed sophisticated knowledge about a particular domain through careful study and methodological training. An authority is someone who expects their opinions to be accepted because of their status rather than because of their evidence.

      The transformation from expert to authority happens gradually, like the way you stop noticing the sound of traffic outside your window, or the way you gradually forget how weird it is to own a device that knows more about your daily habits than your closest friends.

      First, people start asking for your professional opinion about things. This is reasonable. You do, after all, know more about psychological research than the average person.

      Then people start asking for your opinion about things that are adjacent to your expertise. This is still reasonable, up to a point.

      Then people start asking for your opinion about things that have nothing to do with your expertise but happen to fall under the broad category of ‘things humans do,’ which, when you think about it, covers pretty much everything except possibly quantum mechanics and the rules of cricket.

      And because you have spent years developing the intellectual confidence that comes from being systematically right about methodology, you start to believe that this confidence generalises to other domains.

      Soon you find yourself holding forth on politics, economics, child-rearing, relationships, nutrition, spirituality, and the fundamental nature of human existence with the same casual authority you might use to explain why correlation doesn’t imply causation.

      This is roughly equivalent to being very good at parallel parking and concluding that you’re therefore qualified to design motorways.

      Technically, both involve cars. Practically, one requires precision in a small space whilst the other requires understanding complex systems, traffic flow, environmental impact, and the psychological factors that influence driver behaviour across diverse populations.

      But once you’ve gotten used to the social rewards of being the person with the answers, it becomes remarkably difficult to admit when you don’t actually have them.

      HOW INSTITUTIONS REWARD ARROGANCE

      The academic world, bless its woolly socks, is remarkably good at rewarding the performance of certainty whilst claiming to value intellectual humility.

      Grant applications require you to demonstrate confidence in your methodology and expected outcomes. Job interviews reward candidates who can speak authoritatively about their research. Academic conferences provide platforms for delivering definitive-sounding conclusions to rooms full of people who are professionally obligated to nod thoughtfully.

      The entire system is structured around the idea that knowledge is something you possess rather than something you participate in, and that intelligence is demonstrated by having answers rather than by asking better questions.

      This creates what management consultants would call ‘perverse incentives,’ if management consultants were capable of using language that wasn’t actively hostile to human comprehension.

      The incentives reward intellectual confidence over intellectual curiosity, theoretical coherence over empirical messiness, and the ability to defend your position over the ability to change it when evidence suggests you should.

      And so the very institutions that are supposed to be dedicated to discovering truth end up selecting for people who are very good at appearing to have already discovered it.

      It’s like designing a system for finding the best possible restaurants by asking people to choose the chef who sounds most confident about their cooking, rather than actually tasting the food.

      You’ll end up with very articulate chefs. But you probably won’t end up with very good meals.

      THE TWITTER-FICATION OF EXPERTISE

      Then came social media, which took all these existing problems and fed them a diet of pure dopamine and public attention.

      Suddenly, demonstrating your intellectual sophistication wasn’t limited to academic conferences and dinner parties. You could broadcast your superior analytical skills to potentially millions of people, and receive immediate feedback in the form of likes, shares, and admiring comments.

      The platforms optimised for engagement, which meant they optimised for the kinds of content that produced strong emotional responses: outrage, validation, tribal signalling, and the delicious satisfaction of watching someone demolish a bad argument.

      Thoughtful, nuanced, uncertain responses to complex issues got approximately seven likes from your mother and two colleagues. Witty takedowns of obviously wrong positions got hundreds of retweets and marriage proposals from strangers.

      Within months, the internet was full of scientists, researchers, and other certified smart people doing their best impression of Oscar Wilde crossed with a statistics textbook, competing to produce the most elegantly devastating critique of whatever nonsense was trending that week.

      And it worked brilliantly, as far as social media engagement was concerned.

      What it didn’t do was make anyone smarter, more curious, or more capable of thinking clearly about difficult problems.

      Instead, it created a generation of public intellectuals who were very skilled at performing intelligence for an audience, but who had somehow forgotten that the original point of intelligence was to help you understand the world better, not to help you win arguments about it.

      THE MIRROR, CRACKED

      The moment I realised I had become addicted to being right was approximately as comfortable as discovering that your favourite restaurant has been serving you reheated food for six months, or that your car has been making that grinding noise because you’ve been driving with the handbrake on since 2019.

      It was during one of my many social media lectures about the importance of evidence-based thinking. I was explaining, with my usual pedagogical enthusiasm, why some particular bit of popular wisdom was actually contradicted by proper research.

      And I noticed that I wasn’t actually checking whether the research I was citing supported the point I was making.

      I was assuming it did, because I was Lee Hopkins, and Lee Hopkins was the sort of person who understood research properly, and therefore whatever research Lee Hopkins remembered would obviously support whatever point Lee Hopkins was making.

      This was, to use the technical term, completely arse-backwards.

      I had started with my conclusion—that I was right about something—and then retrofitted the evidence to support it. Which is exactly the kind of motivated reasoning I spent half my professional life teaching other people to avoid.

      It was like being a fire safety expert who suddenly realises they’ve been chain-smoking in a fireworks factory whilst lecturing other people about the importance of not playing with matches.

      The awful thing wasn’t that I’d been wrong about some particular claim. The awful thing was that I’d stopped caring whether I was wrong, because being wrong would have interfered with the much more important business of being seen to be right.

      I had become so invested in my identity as a person who thought rationally that I’d stopped thinking rationally about whether I was actually thinking rationally.

      Which is roughly equivalent to being so proud of your navigation skills that you refuse to admit you’ve been reading the map upside down for the last fifty kilometres.

      THE DIFFERENCE BETWEEN TRUTH-SEEKING AND IDENTITY-PROTECTION

      The distinction between pursuing truth and protecting your identity as a truth-pursuer is subtle but crucial, like the difference between actually listening to what someone is saying and waiting for your turn to talk, or the difference between cooking because you enjoy food and cooking because you want people to think you’re the sort of person who enjoys food.

      When you’re genuinely seeking truth, you’re willing to be surprised. You hold your conclusions lightly. You change your mind when evidence changes. You say ‘I don’t know’ when you don’t know. You ask questions that might reveal your ignorance.

      When you’re protecting your identity as a truth-seeker, you become invested in maintaining the appearance of always having been right about important things. You avoid questions that might challenge your existing beliefs. You seek out evidence that confirms what you already think whilst unconsciously avoiding evidence that might complicate it.

      The second approach feels much safer, because it protects you from the psychological discomfort of uncertainty and the social awkwardness of admitting error.

      But it also makes you fundamentally unable to learn anything genuinely new, because you can only learn things that fit into the framework you’ve already committed to defending.

      It’s like deciding that the best way to explore a new city is to only walk down streets that look familiar.

      Technically, you’re still exploring. Practically, you’re just wandering around your own assumptions wearing hiking boots.

      THE EXHAUSTION OF ALWAYS BEING RIGHT

      There’s a particular kind of fatigue that comes from spending decades committed to being consistently correct about everything.

      It’s not the healthy tiredness that comes from genuine intellectual effort—the satisfying exhaustion of wrestling with difficult problems and slowly making progress.

      It’s the brittle weariness of constantly maintaining a performance. The energy it takes to monitor every opinion you express to make sure it aligns with your established intellectual persona. The vigilance required to defend positions you’re no longer sure you actually believe.

      It’s like being an actor who’s been playing the same character for so long that they’ve forgotten they’re acting, but who’s also somehow never allowed to break character or take a holiday.

      Every conversation becomes a potential test of your intellectual consistency. Every new piece of information has to be evaluated not just for its truth value, but for how it fits into the narrative you’ve constructed about your own expertise.

      And because human knowledge is actually quite limited and the world is actually quite complicated, this means spending enormous amounts of psychological energy pretending to know things you don’t actually know, whilst simultaneously trying to avoid situations where your ignorance might become obvious.

      It’s exhausting in the same way that permanently sucking in your stomach is exhausting, or permanently smiling during a long photography session is exhausting, or permanently pretending to understand football when someone is explaining the offside rule for the fourteenth time is exhausting.

      Eventually, you get so tired from the effort of being consistently right that you stop caring whether you’re actually right about anything.

      You just care whether you can maintain the appearance of rightness long enough to get through the next conversation without having to admit you might be wrong about something important.

      SOPHISTICATED IGNORANCE

      The most dangerous form of ignorance is not crude ignorance—the simple absence of information. The most dangerous form is sophisticated ignorance: the possession of just enough knowledge to be confident in your conclusions, but not enough knowledge to recognise how much you don’t know.

      A person with no medical training who feels unwell will go to a doctor. A person with just enough medical training to recognise symptoms will diagnose themselves and avoid the doctor until their self-treatment has made everything much worse.

      Someone with no understanding of statistics will be appropriately humble about interpreting research. Someone who has learned just enough about statistical significance to be dangerous will confidently misinterpret every study they encounter whilst feeling smugly superior to people who admit they don’t understand the numbers.

      I spent years in this exact form of sophisticated ignorance about almost everything outside my narrow areas of expertise—organisational/social psychology, and social media.

      I knew enough about research methodology to critique studies, but not enough about the specific domains to understand what the studies actually meant. I knew enough about cognitive biases to recognise them in other people, but not enough about my own psychology to notice when I was exhibiting them myself.

      I knew enough about logic to construct convincing arguments, but not enough about the world to know whether my premises were actually true.

      This made me considerably more dangerous than someone with no training at all, because I had all the confidence of expertise with none of the humility that comes from genuine expertise.

      It’s like being given a sports car when you’ve only just learned to drive: you have access to tremendous power, but you lack the experience to use it safely.

      Except in this case, the sports car is your ability to sound authoritative about complex topics, and the crash you’re heading towards is the eventual realisation that you’ve been confidently wrong about most things for most of your adult life.

      WHEN THE CERTAINTY MACHINE BREAKS DOWN

      The first crack in my certainty machine was so small I almost missed it.

      I was reading about the replication crisis in psychology—the growing realisation that many of our most cherished findings couldn’t be reproduced when other researchers tried to repeat the experiments.

      This should have been manageable. Science is self-correcting, after all. Bad studies get weeded out. Knowledge improves over time. The system works.

      But as I dug deeper into the literature, I started to realise that the problem wasn’t just a few dodgy experiments that had slipped through peer review.

      The problem was that many of the foundational studies in my own field—studies I had been citing for years, studies that had shaped my understanding of how human psychology works—were falling apart when anyone bothered to check them properly.

      It was like discovering that the map you’d been using to navigate for decades was actually a child’s drawing, complete with dragons in the corners and a suspicious number of islands shaped like ice cream cones.

      The more I investigated, the more I realised that I had been confidently teaching people things that might not be true, based on evidence that might not be reliable, using methods that might not be as robust as I had assumed.

      This was not the comfortable type of being wrong that comes from making a simple error that can be easily corrected.

      This was the uncomfortable type of being wrong that makes you question whether you actually know how to tell the difference between things that are true and things that just sound true when they’re presented with sufficient academic authority.

      And if I couldn’t trust my ability to evaluate evidence in my own area of supposed expertise, what did that say about all the confident opinions I’d been holding about everything else?

      WHEN ONE DOUBT LEADS TO ANOTHER

      Doubt, I discovered, is remarkably contagious.

      Once you start genuinely questioning one set of beliefs that you’ve held with confidence, it becomes much harder to maintain the comfortable illusion that all your other confident beliefs are somehow immune from similar problems.

      If I had been wrong about research that I understood professionally, what about all the things I had strong opinions about despite having no particular expertise?

      Economics. Politics. Nutrition. Child development. Relationships. The optimal way to load a dishwasher.

      I had spent decades accumulating confident opinions on these topics by reading articles, listening to experts, and following the basic rational principle of deferring to people who seemed to know what they were talking about.

      But if the experts in my own field had been confidently wrong about things they should have known about, what did that suggest about my ability to identify reliable expertise in fields where I knew much less?

      It was like suddenly realising that your supposedly excellent sense of direction had been getting you lost for years, and you’d only been arriving at correct destinations by accident or because other people had been quietly correcting your mistakes without telling you.

      Every confident assertion I’d ever made started to look suspiciously like sophisticated guesswork dressed up in the intellectual clothing of someone who had learned how to sound authoritative about complex topics.

      Which, as it turns out, was exactly what it was.

      THE END OF THE BEGINNING

      The addiction to being right had served me well for decades. It had provided intellectual confidence, social status, professional success, and the deep satisfaction of feeling like I understood how the world works.

      But it had also made me intellectually rigid, socially insufferable, and fundamentally incapable of learning anything that didn’t fit into the framework I’d already committed myself to defending.

      And now, like someone discovering that their favourite restaurant has been serving them the same reheated meal for twenty years whilst charging them for haute cuisine, I was faced with an uncomfortable choice.

      I could continue maintaining the comfortable fiction that my intellectual sophistication made me fundamentally different from people who believed things for psychological rather than evidential reasons.

      Or I could admit that I had spent most of my adult life being confidently wrong about most things, whilst feeling smugly superior to other people for being confidently wrong about different things.

      The first option was certainly more comfortable.

      The second option offered the possibility of actually becoming the sort of person who could think clearly about difficult problems, rather than just someone who could perform the appearance of thinking clearly for an appreciative audience.

      But choosing the second option meant giving up the most seductive drug I’d ever encountered: the intoxicating conviction that I was systematically, methodologically, peer-review-ably right about the things that mattered.

      It meant admitting that wisdom might require not just the courage to hold unpopular opinions, but the much more difficult courage to hold no strong opinions at all about most things.

      And that is where the real education begins.

      Not with the discovery of new facts, but with the recognition that you have been fundamentally confused about the difference between knowing and guessing, between understanding and performing understanding, between wisdom and the appearance of wisdom.

      What happens when someone whose entire identity is built around intellectual certainty discovers that certainty itself might be the problem?

      What happens when the tools you’ve relied on to distinguish truth from fiction begin to seem unreliable in ways you can sense but can’t quite diagnose?

      That’s where the story gets properly interesting.

      And properly uncomfortable.

      And that’s where we’ll pick up next time, when we examine what happens when the first small cracks in your epistemological foundation turn into something much more serious: the dawning realisation that some of the things you’ve been most confident about might be lies designed to exploit exactly the kind of intellectual sophistication you’ve spent decades developing.

      Buckle up.
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      The first time I suspected that reality might not be quite what my training had prepared me for, I was holding a prescription Webster pack containing five different psychiatric medications.

      Five.

      Each prescribed by a qualified professional. Each backed by peer-reviewed research. Each approved by regulatory authorities who presumably knew what they were doing.

      And I felt worse than when I’d started.

      Much worse.

      THE PHARMACEUTICAL STAMP COLLECTION

      I’d become what pharmaceutical executives probably call a success story. Not because their products were helping me, but because I was generating revenue streams that would make a software subscription service jealous.

      Every failed medication led to another medication. Every side effect created an opportunity for additional medications to manage the side effects of the previous medications. It was like a pharmaceutical pyramid scheme, except I was both the investor and the product.

      The logic was always impeccable. ‘Your depression isn’t responding to this SSRI? Let’s add a mood stabiliser. Still struggling? Perhaps an atypical antipsychotic might help the antidepressant work better. Experiencing cognitive fog? That’s probably a symptom we need to address with something for focus.’

      Each prescription came with the same reassuring professional confidence I’d been trained to respect. Evidence-based medicine. Clinical guidelines. Best practices. The vocabulary of scientific authority doing what it does best—making uncertainty sound like knowledge.

      But here’s the thing that started bothering my scientifically-trained brain: the system seemed perfectly designed to never actually solve anything.

      Think about it from a business perspective. A cured patient is a former customer. A patient whose condition is managed through ongoing chemical intervention? That’s recurring revenue. That’s sustainable growth. That’s what shareholders love.

      I collected psychiatric medications like a pharmacological stamp collection. At peak subscription, I was taking five different brain chemistry modifications simultaneously, none of them addressing what I now know was actually wrong with me.

      The medications generated impressive revenue streams whilst my actual problems remained untreated. From a business perspective, this was genius. From a medical perspective, this was systematic malpractice.

      The market rewarded the former outcome.

      WHEN THE BULLSHIT DETECTOR MALFUNCTIONS

      This is where things got psychologically interesting for someone trained to trust scientific consensus and evidence-based practice.

      Because when you start noticing that the system designed to help you is actually designed to profit from your continued dysfunction, you face what philosophers might call an epistemic crisis and what normal people call, ‘Well, no shit, Sherlock.’

      If psychiatry—a field built on medical research, clinical trials, and peer-reviewed evidence—was systematically misdiagnosing people in ways that happened to be extremely profitable, what did that say about other areas where I’d trusted scientific consensus?

      This is the cognitive tension that breaks trained rational minds. Not the existence of corruption—that’s just human nature. But the discovery that the corruption is so perfectly integrated into the legitimate structures that you can’t separate them anymore.

      Every peer-reviewed study that supported the medications I was taking was technically accurate. The medications did what the studies said they’d do. They just didn’t do what I actually needed, because I’d been misdiagnosed in the first place.

      But how would anyone know? The diagnostic categories were so vague that almost any response could be interpreted as either treatment success or evidence of additional comorbidities requiring further intervention.

      Depression not responding to antidepressants? Must be treatment-resistant depression. Anxiety getting worse on medication? Probably bipolar disorder. Cognitive problems from multiple medications? Clearly long COVID that we hadn’t noticed before.

      Each new diagnosis opened up new treatment possibilities. Each failed treatment suggested additional diagnoses. The system was perfectly designed to expand rather than resolve.

      THE CONFERENCE CIRCUIT ECONOMY

      The universe had created the perfect economic ecosystem. Complex, treatment-resistant cases like mine generated fascinating conference presentations about diagnostic challenges and innovative therapeutic approaches.

      ‘Simple patient diagnosed correctly in first session, responds well to environmental accommodations, requires minimal ongoing support’ makes for boring conference content that nobody wants to attend.

      ‘Complex case involving multiple comorbidities, treatment resistance, and novel therapeutic combinations’ generates keynote presentations, workshop sessions, continuing education credits, and published case studies.

      My case could have generated multiple conference presentations: ‘Treatment-Resistant Depression in High-Functioning Patients,’ ‘Complex Long COVID Presentations in Adult Males,’ ‘Anxiety Disorders with Autism Spectrum Features,’ ‘Medication Management in Multiply-Diagnosed Patients.’

      Each presentation would enhance professional reputations, generate speaking fees, and create networking opportunities for career advancement.

      The correct diagnosis—autism with ADHD, case closed—would have generated zero conference interest. Professional advancement requires professional complexity, not diagnostic accuracy.

      Admitting systematic misdiagnosis would require rewriting curricula, updating certification requirements, and acknowledging that current training approaches miss most neurodivergent presentations. Expensive. Embarrassing. Professionally disruptive.

      Much easier to maintain existing approaches whilst occasionally updating diagnostic manuals with minor modifications that don’t threaten fundamental assumptions.

      THE RATIONAL PARANOIA BEGINS

      Once you see how perfectly the incentive structures align to reward continued patient dysfunction rather than actual healing, you start noticing similar patterns everywhere.

      Not because you’ve become a conspiracy theorist. Because you’ve become capable of basic economic analysis.

      When someone’s livelihood depends on a problem continuing to exist, they’re going to be remarkably creative about ensuring that problem continues to exist. This isn’t evil—it’s just human nature operating within systems that reward the wrong outcomes.

      The pharmaceutical industry spends more on marketing than research. Medical education is increasingly funded by pharmaceutical companies. Continuing education requirements ensure that professionals stay current with industry-approved treatment approaches. Research funding prioritises studies of established diagnostic categories rather than investigations that might question whether those categories accurately represent reality.

      None of this is conspiracy. It’s just capitalism applied to human suffering, which creates predictably perverse outcomes.

      But recognising this puts you in an impossible position if you’re someone trained to respect scientific consensus and evidence-based practice. Because the evidence is real. The research is legitimate. The professionals are qualified.

      The problem isn’t that the science is wrong. The problem is that the science is asking the wrong questions, studying the wrong populations, and interpreting results through frameworks that happen to support profitable treatment approaches.

      THE COGNITIVE DISSONANCE CASCADE

      This is where trained scientific minds start experiencing something that feels like intellectual vertigo.

      If the psychiatric establishment—built on rigorous scientific methodologies—could systematically misdiagnose conditions in ways that happened to be extremely profitable, what about other areas where scientific consensus supported economically beneficial conclusions?

      Climate change research funded by fossil fuel companies. Nutritional guidelines influenced by agricultural lobbies. Workplace safety standards developed with input from industries that profit from current practices. Economic policies endorsed by economists whose funding comes from people who benefit from those policies.

      Suddenly, the phrase ‘follow the money’ stops sounding like conspiracy thinking and starts sounding like basic due diligence.

      But this creates a terrible paradox for rationally-trained minds. If you become suspicious of scientific consensus whenever financial incentives might influence outcomes, you’re essentially becoming suspicious of almost everything. Because almost everything involves money.

      If you don’t become suspicious, you’re essentially choosing to remain naive about how incentive structures shape the production of knowledge.

      Neither option feels intellectually satisfying.

      WHEN DISTRUST BECOMES RATIONAL

      The moment when healthy scepticism tips into corrosive paranoia is subtle and dangerous, because the transition feels entirely rational while it’s happening.

      You start asking reasonable questions: Who funded this study? What were the researchers’ financial relationships? How were the participants selected? What alternative interpretations might the data support?

      These are good questions. These are the questions we should be asking. These are the questions that distinguish rigorous thinking from naive acceptance of authority.

      But when you start finding concerning answers to these questions across multiple domains, something shifts in your nervous system. You begin to feel like Neo in The Matrix, except instead of taking the red pill voluntarily, you accidentally discovered that the pill bottle you’d been trusting contained something completely different.

      The problem isn’t that you’re becoming irrational. The problem is that you’re becoming too rational for your own psychological comfort.

      Reality starts feeling unreliable not because your thinking is distorted, but because the systems you’d trusted to provide reliable information were more distorted than your thinking had accounted for.

      THE EPISTEMOLOGICAL HOMELESSNESS

      Once the pharmaceutical industry becomes your first case study in how perfectly reasonable scientific methodologies can be corrupted by perfectly reasonable economic incentives, you find yourself in a strange form of intellectual homelessness.

      You can’t go back to naive trust in authority and expertise. You’ve seen too much. But you also can’t embrace conspiracy thinking, because your training won’t let you abandon evidence-based reasoning.

      You’re stuck in a liminal space where everything requires individual evaluation, but individual evaluation of complex scientific claims is impossible for any single human being to do comprehensively.

      This is exhausting in ways that people who haven’t experienced it rarely understand. The cognitive load of questioning everything while trying to maintain intellectual honesty is like trying to manually regulate your breathing whilst also performing calculus.

      You find yourself trapped between two equally unacceptable options: intellectual naivety or intellectual paranoia. Neither feels like wisdom.

      THE COSMIC JOKE

      The universe’s sense of humour becomes apparent when you realise that my psychiatric misdiagnosis wasn’t the result of incompetent doctors or fraudulent research. It was the inevitable outcome of a system that was working exactly as designed.

      Every professional I encountered was qualified, well-trained, and acting according to established best practices. Every medication I was prescribed was TGA- approved and supported by peer-reviewed research. Every diagnosis followed standard clinical guidelines.

      The system was perfectly functional. It just wasn’t functional for my wellbeing. It was functional for generating revenue, supporting research careers, providing conference content, and maintaining institutional legitimacy.

      My individual suffering was a minor side effect of a larger system operating according to its actual incentive structures rather than its stated purposes.

      This realisation creates what I now think of as the First Crack in anyone’s relationship with institutional authority. Not because institutions are evil, but because they’re human, and humans respond to incentives, and sometimes the incentives are more complicated than they appear.

      THE METASTASIS OF DOUBT

      Once you’ve seen how economic incentives can corrupt scientific methodologies in one domain, the pattern becomes visible everywhere.

      Not because you’ve become a conspiracy theorist, but because you’ve developed pattern recognition for how perfectly legitimate institutions can produce perfectly unreliable conclusions when their funding depends on reaching certain types of conclusions.

      The tobacco industry’s research showing smoking wasn’t harmful. The sugar industry’s research showing fat was the real dietary villain. The fossil fuel industry’s research questioning climate science. The pharmaceutical industry’s research showing that chronic conditions require chronic treatment.

      None of this research was technically fraudulent. It just happened to ask the right questions, study the right populations, and interpret results in ways that supported the financial interests of the people funding it.

      This is where rational scepticism becomes psychologically corrosive. Because if financial incentives can bias research conclusions across multiple domains, how do you distinguish between legitimate scientific consensus and manufactured consent?

      The answer is: you often can’t, unless you have access to information that most people don’t have time, training, or resources to obtain.

      THE LONELINESS OF LUCIDITY

      Perhaps the most psychologically challenging aspect of recognising institutional dysfunction isn’t the intellectual complexity—it’s the social isolation.

      Most people haven’t had their personal experience contradict scientific consensus in ways that forced them to question the reliability of expertise itself. For them, ‘trust the science’ remains a reasonable heuristic because science hasn’t systematically failed them personally.

      But once you’ve been on the wrong end of evidence-based medicine for decades, ‘trust the science’ starts sounding like ‘trust the process’ sounds to someone whose process has repeatedly produced terrible outcomes.

      You find yourself in conversations where people cite the same types of studies, the same types of expert consensus, the same types of institutional authority that you’ve learned to regard with suspicion based on direct personal experience.

      But expressing that suspicion makes you sound like a conspiracy theorist to people who haven’t had their trust broken by those same institutions.

      This creates a peculiar form of intellectual loneliness. You can’t share what you’ve learned without sounding paranoid to people whose trust hasn’t been systematically violated. But you also can’t un-learn what you’ve discovered about how incentive structures shape the production of knowledge.

      THE CRACK BECOMES A FAULT LINE

      What started as a specific concern about psychiatric practice gradually expanded into a general wariness about any situation where institutional authority claimed to represent objective truth whilst being funded by people who benefited from specific interpretations of that truth.

      This wasn’t cynicism—it was pattern recognition.

      But pattern recognition applied to institutional authority creates an exhausting way to live. Every news article, every expert recommendation, every scientific study requires individual evaluation of funding sources, methodological assumptions, and potential conflicts of interest.

      The human nervous system wasn’t designed to maintain that level of vigilance indefinitely. Eventually, something has to give.

      For me, what gave was my confidence in my ability to distinguish between legitimate expertise and manufactured authority. The bullshit detector that had served me well in academic settings started producing so many false positives that I began to question whether it was working at all.

      That’s when the first crack became a fault line that would eventually reshape my entire relationship with certainty itself.

      But first, I had to move to a place where different types of uncertainty would test what remained of my Western attachment to linear thinking and empirical proof.

      Vietnam was waiting.
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      I thought I was moving to Vietnam to escape the West’s ‘cost of living’ crisis.

      What I discovered was that I’d accidentally relocated my entire epistemological framework into a culture that operates from completely different assumptions about what it means to know something.

      This should have been uncomfortable. Instead, for the first time in years, my Western-trained mind felt like it could finally exhale.

      THE DISCOMFORT OF ARRIVAL

      The first thing that struck me about Vietnamese culture wasn’t the language barrier or the food or even the tropical humidity that turned every shirt into a sodden mess within minutes of stepping outside.

      It was how comfortable people seemed to be with contradictions.

      In my early conversations with locals in Đà Lạt, I’d ask what seemed like straightforward questions and get answers that would have made my scientific training recoil. Questions about the best route to somewhere might yield three different suggestions, all delivered with equal confidence. Ask about the weather, and you’d hear both that it definitely would rain and definitely wouldn’t, often from the same person in the same breath.

      My Western mind immediately categorised this as either ignorance or evasion. People weren’t being precise enough. They weren’t narrowing down to the single correct answer. They weren’t following the rules of logical discourse that I’d been trained to value above almost everything else.

      What took me months to understand was that they weren’t being imprecise. They were being accurate about the inherent uncertainty of complex situations in ways that Western thinking often isn’t equipped to handle.

      The weather in the mountains is genuinely unpredictable. The best route depends on traffic, construction, your vehicle, what time you’re travelling, and your tolerance for various types of road conditions. These aren’t problems to be solved with more data—they’re features of reality that require a different approach to certainty altogether.

      WHEN BOTH THINGS ARE TRUE

      Western epistemology—at least the version I’d been raised on—operates from the assumption that contradictory statements can’t both be true. If A is correct, then not-A must be incorrect. This is basic logic. Foundation-level stuff.

      Eastern philosophical traditions have always been more comfortable with paradox. Yin and yang. The concept that opposing forces can be complementary rather than conflicting. The idea that truth might not be a single point to be located but a dynamic tension to be navigated.

      I’d encountered these concepts in university philosophy courses, of course. But encountering them as intellectual curiosities is very different from living inside a culture where they shape daily reasoning about practical matters.

      My partner Ms H and I follow Vietnamese cultural norms around relationships—we maintain separate houses but share daily dinners. From a Western perspective, this looks like compromise or indecision. Are you together or not? Living together or separately? Make up your minds.

      From within the culture, it makes perfect sense. Independence and intimacy aren’t opposing forces that need to be resolved in favour of one or the other. They’re complementary aspects of a healthy relationship that can coexist without contradiction.

      This isn’t just relationship advice disguised as epistemology. It’s a fundamentally different approach to how knowledge works. Western thinking tends to seek resolution—the right answer, the correct interpretation, the definitive solution. Eastern thinking is more comfortable with balance—holding multiple perspectives simultaneously without needing to collapse them into a single truth.

      AUTHORITY WITHOUT CREDENTIALS

      The other thing that initially unsettled my Western sensibilities was how authority operated here.

      In academic culture, authority comes from credentials. PhDs, published papers, institutional affiliations, citation counts. The system is designed to be legible from the outside—you can evaluate someone’s expertise by checking their CV and counting their achievements.

      In Vietnamese culture, authority often comes from experience, age, relationships, and a kind of practical wisdom that doesn’t necessarily correlate with formal education. The woman who runs the small café down the street from my house knows more about local weather patterns than any meteorologist. The elderly man who tends the community garden understands soil and plant relationships in ways that would impress agricultural scientists.

      This isn’t anti-intellectual romanticism about folk wisdom trumping expertise. It’s recognition that different types of knowledge have different strengths and that the Western academic system, for all its rigour, isn’t the only legitimate way to develop understanding about complex topics.

      What made this particularly disorienting for someone with my background is that both approaches often produce valid insights about the same phenomena. The café owner’s weather predictions are frequently more accurate than official forecasts. The gardener’s plant advice works better than what you’d find in most horticultural textbooks.

      Take my neighbour’s approach to motorcycle maintenance. No formal training, no diagnostic equipment, no service manuals. Just decades of experience listening to engine sounds, feeling vibrations, noticing subtle changes in performance. When my bike develops problems, the certified mechanics in town often struggle with issues he can diagnose by riding it once around the block.

      His knowledge isn’t mystical or unscientific—it’s empirical in the most direct sense. Years of observation, trial and error, pattern recognition. But it doesn’t fit Western academic frameworks for how expertise should be documented, verified, or transmitted.

      This forced me to confront an uncomfortable question: if formal expertise and practical experience can lead to equally valid but sometimes conflicting conclusions, what does that say about the supremacy of academic knowledge that I’d built my entire professional identity around?

      TIME MOVES DIFFERENTLY HERE

      Perhaps nowhere are the epistemological differences starker than in how Vietnamese and Western cultures approach time and causation.

      Western thinking tends to be linear and sequential. Events have clear beginnings and endings. Causes precede effects in predictable ways. Problems should be solved efficiently, and delays represent failure or incompetence.

      Vietnamese approaches to time are more circular and patient. Important things happen when they’re ready to happen, not according to predetermined schedules. The same conversation might need to occur multiple times before reaching resolution, not because anyone is being obtuse, but because understanding develops gradually through repetition and relationship.

      I learned this the hard way when trying to resolve a visa issue that should have been straightforward. From my Western perspective, the process was illogical and inefficient—different government offices gave contradictory requirements, timelines kept shifting, and the same documents needed to be submitted multiple times to the same departments.

      My initial reaction was frustration at what seemed like bureaucratic incompetence. But gradually I realised that the process was working exactly as intended—not to efficiently process paperwork, but to ensure that foreigners genuinely understood their obligations and had established sufficient relationships within the community to navigate complex situations.

      The ‘inefficiency’ was actually a sophisticated vetting system that couldn’t be gamed through purely transactional approaches. You had to demonstrate patience, cultural sensitivity, and willingness to work within local frameworks rather than imposing foreign expectations.

      This taught me something profound about different approaches to verification and trust. Western systems often rely on documentation and credentials—pieces of paper that supposedly guarantee someone’s identity, qualifications, or intentions. Vietnamese systems rely more heavily on relationships and demonstrated behaviour over time.

      Both approaches have strengths and vulnerabilities. Paper-based verification is more efficient but easier to fake or manipulate. Relationship-based verification is more reliable but requires significant time investment and cultural knowledge.

      THE PEDAGOGY OF INDIRECTION

      Western education typically values direct instruction—clear explanations, explicit learning objectives, measurable outcomes. If someone asks a question, the appropriate response is a direct answer that addresses their query as efficiently as possible.

      Vietnamese approaches to teaching and learning are often much more indirect. Important insights are conveyed through stories, examples, and experiences that require the learner to extract the relevant principles themselves.

      When I asked my landlord’s mother how to grow vegetables in the local climate, she didn’t give me a list of instructions. Instead, she invited me to help in her garden over several months, pointing out small details, sharing stories about past growing seasons, and gradually allowing me to discover the underlying patterns myself.

      This seemed maddeningly inefficient to my Western sensibilities. Why not just explain the principles directly? Why make me figure out through trial and error what could be communicated in a single conversation?

      But the knowledge I gained through this indirect process was qualitatively different from what I would have acquired through direct instruction. It was embodied, contextual, and integrated with my actual experience of the plants, soil, and weather patterns. When problems arose, I could respond flexibly rather than just following predetermined rules.

      This pedagogical difference reflects deeper epistemological assumptions. Western education often operates from the belief that knowledge can be efficiently transferred from expert to novice through clear communication. Vietnamese approaches recognise that some types of understanding can only develop through direct engagement with complex, real-world situations.

      Both approaches produce valuable learning, but they’re suited to different types of knowledge. Western methods excel at transmitting explicit, systematic information. Vietnamese approaches are better for developing practical wisdom, pattern recognition, and the kind of adaptive expertise that emerges from prolonged engagement with messy, real-world problems.

      FACE AND TRUTH

      Western intellectual culture places enormous value on being right and proving others wrong. Academic advancement often depends on identifying errors in existing scholarship and proposing better alternatives. Truth-seeking is framed as a competitive process where the best arguments win.

      Vietnamese culture prioritises maintaining harmony and allowing people to preserve dignity even when they’re factually incorrect. This isn’t dishonesty or conflict avoidance—it’s recognition that social relationships and individual self-respect are often more important than abstract correctness.

      I learned this during a community meeting about a local infrastructure project. Multiple residents offered suggestions that were technically impractical or based on misunderstandings about engineering principles. In a Western context, the appropriate response would have been to politely but clearly explain why these ideas wouldn’t work.

      Instead, the meeting facilitator acknowledged each suggestion respectfully, found elements that could be incorporated or modified, and gradually steered the conversation toward workable solutions without anyone needing to admit they’d been wrong.

      The final decision was technically sound and had broad community support precisely because the process had preserved everyone’s sense of dignity and contribution. By contrast, a more direct Western approach might have reached the correct answer more quickly but left people feeling dismissed or marginalised.

      This taught me that truth-seeking and relationship-maintenance don’t have to be competing priorities. Vietnamese approaches often find ways to achieve both simultaneously, though it requires patience and social skills that Western intellectual training doesn’t typically develop.

      More importantly, it highlighted how Western emphasis on being right can actually interfere with reaching good outcomes when those outcomes depend on social cooperation and collective buy-in.

      SPIRITUAL PRAGMATISM

      Perhaps the most challenging aspect of Vietnamese epistemology for my Western-trained mind was how seamlessly spiritual and practical considerations were integrated.

      Western secular thinking operates from the assumption that spiritual beliefs and empirical knowledge belong in separate categories. You can be religious in your private life and scientific in your professional work, but you don’t mix the methodologies. Faith and evidence are different types of claims requiring different types of justification.

      In daily Vietnamese life, the boundaries are much more fluid. Business decisions might incorporate consultations with ancestors alongside market research. Medical treatment often combines Western pharmaceuticals with traditional remedies and spiritual practices. Important life choices are made through processes that integrate practical considerations, family wisdom, and religious or spiritual guidance.

      This isn’t superstition overriding rational thinking—though my initial Western response was to categorise it that way. It’s a different approach to decision-making that recognises the limitations of purely rational analysis when dealing with complex, uncertain, and deeply personal choices.

      When I was making the decision to move here permanently, the Western approach would have involved cost-benefit analysis, risk assessment, and logical evaluation of various factors. The decision that actually emerged came through a process that was much messier and more intuitive—a combination of practical considerations, emotional responses, conversations with friends, and something that I can only describe as a sense of rightness that didn’t fit neatly into rational categories.

      The result was a better decision than pure rational analysis would have produced. But it required acknowledging types of knowledge that my scientific training hadn’t prepared me to value or even recognise as legitimate.

      THE RELIEF OF NOT KNOWING

      Living inside a culture with a different relationship to certainty did something unexpected to my nervous system.

      It relaxed.

      For decades, I’d carried the exhausting burden of trying to have correct opinions about everything. Climate science, economic policy, medical research, political developments, social issues. As a trained scientist, I felt obligated to process information systematically, evaluate evidence carefully, and reach defensible conclusions about complex topics.

      This was cognitively demanding work that never stopped. Every new piece of information potentially required updating my entire worldview. Every conversation might reveal that I’d been wrong about something important. Every news cycle brought fresh challenges to beliefs I’d worked hard to establish.

      Living in a culture that was more comfortable with uncertainty and contradiction eventually gave me permission to hold opinions more lightly. Not because rigorous thinking doesn’t matter, but because the Western approach of trying to nail down definitive positions on every topic is actually a recipe for cognitive exhaustion.

      I could say ‘I don’t know’ without feeling like I was admitting intellectual failure. I could acknowledge that smart, thoughtful people disagree about important things without feeling compelled to determine who was correct. I could change my mind about topics without experiencing it as personal defeat.

      This wasn’t relativism or intellectual laziness. It was recognition that certainty is expensive, that maintaining strong opinions requires constant cognitive resources, and that most of the topics I’d been holding firm positions on were actually much more complex and uncertain than my positions acknowledged.

      THE PHOTOGRAPHY SHIFT: SEEING BEYOND BINARY

      I can track this epistemological shift through my photography with almost scientific precision.

      For years—decades, really—my images were almost exclusively black and white. Not just black and white, but deliberately stark. High contrast, dramatic shadows, compositions that emphasised conflict and tension. I was drawn to architectural details that created sharp lines dividing light from dark, portraits where shadows obscured half the subject’s face, landscapes where storm clouds created ominous silhouettes against bright skies.

      Looking back, these images were visual manifestations of binary thinking. Everything was either illuminated or hidden, present or absent, foreground or background. There was no middle ground, no gradual transition, no ambiguous space where multiple truths could coexist.

      The metaphor isn’t subtle. Black and white photography literally removes the complexity of colour, reducing the infinite variations of the visible spectrum to a simple opposition between light and dark. It’s beautiful, often powerfully so, but it’s also a radical simplification of visual reality.

      My approach to processing those images was equally binary. I would push the contrast to extremes, darkening shadows until details disappeared and brightening highlights until they became pure white voids. Photoshop became a tool for elimination—removing the messy middle tones that might complicate the stark visual message.

      This wasn’t conscious political symbolism or deliberate artistic commentary on epistemological frameworks. It was simply how I saw the world—as a series of clear distinctions that could be rendered visually through high-contrast oppositions.

      Within months of arriving in Vietnam, something fundamental shifted. Not immediately, not dramatically, but gradually and unmistakably. My images became intensely, almost aggressively colourful.

      The tropical light certainly contributed—Vietnamese sunlight has a quality that seems to saturate colours beyond what feels possible in temperate climates. But plenty of photographers work in similar conditions and maintain restrained palettes. The change in my work reflected something happening in my perception, not just my environment.

      I began noticing and capturing colour relationships that I would have previously ignored or eliminated. The way orange roof tiles created visual harmony with the deep blue of afternoon shadows. How green vegetation could contain dozens of distinct hues that only became visible when you stopped trying to reduce them to simple categories.

      More significantly, I stopped pushing my processing toward extremes. Instead of eliminating middle tones, I began exploring them. The subtle gradations between highlight and shadow, the complex colour relationships that exist in transitional spaces, the visual richness that emerges when you allow ambiguity rather than forcing resolution.

      This wasn’t a conscious artistic decision. I didn’t wake up one morning and decide to embrace colour as a metaphor for epistemological complexity. The change happened naturally, almost inevitably, as my way of seeing shifted from binary to nuanced.

      I started photographing subjects that would have bored me previously—markets where colours blended chaotically, street scenes where nothing was clearly separated from anything else, portraits where the lighting was soft and even rather than dramatically contrasty.

      The resulting images were more complex but also more accurate representations of what I was actually experiencing. Vietnamese visual culture doesn’t operate through stark contrasts—it works through layering, blending, and the kind of visual harmony that emerges when you allow multiple elements to coexist without forcing them into opposition.

      My technical approach changed too. Instead of using harsh artificial lighting to create drama, I began working with available light, learning to see beauty in the soft, even illumination that characterises much of Vietnamese daily life. Instead of increasing contrast in post-processing, I started reducing it, looking for the subtle tonal relationships that became visible when extremes were avoided.

      This shift wasn’t just aesthetic—it was cognitive. Learning to see photographic beauty in complexity and gradation was training my mind to see intellectual beauty in the same qualities. The camera became a tool for practicing comfort with ambiguity.

      I began seeking out subjects that couldn’t be easily reduced to simple visual statements. Crowded scenes where multiple focal points competed for attention. Architectural spaces where indoor and outdoor elements blended seamlessly. Cultural events where traditional and modern elements coexisted without clear boundaries.

      The photography was teaching me to find beauty in situations that my previous aesthetic sense would have rejected as too chaotic or unfocused. And that visual tolerance for complexity was directly preparing my mind for intellectual tolerance of contradiction and uncertainty.

      FROM AMBIENT DESPAIR TO FUNK-METAL HOPE

      The musical transformation followed a similar trajectory, though it took me longer to recognise the pattern.

      For years, I had been creating what my friends called, ‘music to slit your wrists by’—long, contemplative ambient soundscapes that seemed designed to amplify whatever melancholy the listener was already experiencing. Drone-like tones, minimal melodic development, the kind of sonic textures that encouraged brooding rather than movement.

      These compositions weren’t deliberately depressing, but they were definitely designed for solitary introspection. They worked best late at night, preferably while staring out windows at empty urban landscapes, ideally during weather that matched their grey emotional palette.

      The music reflected my emotional relationship to intellectual work at the time—serious, somewhat pessimistic, focused on problems rather than possibilities. Each piece was an extended meditation on difficulty, uncertainty, and the weight of thinking carefully about complicated topics in an increasingly chaotic world.

      Like my photography, this musical approach was a form of reduction. Instead of embracing the full emotional spectrum available in sound, I was gravitating toward a narrow band of contemplative melancholy. Instead of exploring rhythmic complexity or melodic development, I was working with static textures that changed slowly, if at all.

      The shift began subtly. Rhythmic elements started appearing in compositions that had previously been purely atmospheric. Nothing dramatic—simple percussion patterns, bass lines that suggested movement rather than stasis, melodic phrases that developed and resolved rather than just floating indefinitely.

      Then, gradually but unmistakably, the energy level increased. Tempo became faster, dynamics became more varied, and I started incorporating musical elements that actively encouraged physical response rather than passive contemplation.

      The breakthrough came when I started experimenting with funk-metal combinations—rhythmically complex, energetically dense music that shouldn’t work theoretically but somehow does practically. Funk emphasises groove and syncopation; metal emphasises power and intensity. Combining them should create either chaos or compromise.

      Instead, it created something genuinely interesting—music that contained multiple contradictory elements simultaneously without resolving them into simple synthesis. The funk elements remained funky, the metal elements remained heavy, but they coexisted productively rather than cancelling each other out.

      This was musical paradox in action. Instead of choosing between groove and power, between complexity and accessibility, between contemplation and movement, I was learning to create compositions that could hold all these qualities simultaneously.

      The process of creating these hybrid compositions was teaching my mind to think in similar ways. Instead of resolving creative tensions by choosing one approach over another, I was learning to find solutions that preserved multiple valuable but potentially conflicting elements.

      More importantly, the music was becoming energising rather than enervating. Creating and listening to funk-metal combinations left me feeling more capable of engaging with complex challenges, not more overwhelmed by them.

      This reflected a deeper shift in my relationship to difficulty and uncertainty. The ambient music had been an aesthetic expression of exhaustion—the sound of a mind that was tired of processing complex information and wanted to retreat into static contemplation. One of my most cherished albums is The tired sounds of Stars of the Lid, by the American ambient duo, Stars of the Lid.

      My funk-metal experiments expressed something different—engagement, energy, even excitement about complexity. Instead of finding intellectual challenges draining, I was beginning to find them stimulating. Instead of wanting to escape from difficult questions, I was developing appetite for wrestling with them.

      This wasn’t conscious therapy or deliberate emotional regulation. The musical changes happened spontaneously as my cognitive relationship to complexity shifted from burden to opportunity.

      But the results were unmistakable. Music that could successfully combine contradictory elements was training my mind to approach intellectual contradictions with creativity rather than anxiety. Sound that could be simultaneously contemplative and energising was teaching me that thinking could be both serious and enjoyable.

      The aesthetic changes were preparing me for epistemological changes. Learning to create and appreciate art that embraced paradox was essential preparation for learning to think in ways that could navigate information chaos without collapsing into either cynicism or credulity.

      THE EFFICIENCY ILLUSION

      Living in Vietnam also challenged my Western assumptions about efficiency and progress in ways that proved crucial for understanding information chaos.

      Western culture equates speed with competence, directness with honesty, and systematic approaches with intelligence. We admire people who can cut through complexity to reach clear conclusions quickly. We’re suspicious of processes that seem unnecessarily complicated or time-consuming.

      Vietnamese culture often takes the opposite approach. Important decisions are made slowly, through extensive consultation and consideration of factors that Western thinking might dismiss as irrelevant. Conversations spiral around topics rather than marching directly toward conclusions. Consensus emerges gradually rather than being imposed through argumentation.

      This drove me crazy initially. Simple transactions seemed to require unnecessary social interaction. Business discussions included extensive personal updates and family news that had no apparent connection to the matter at hand. Decisions that could have been made in minutes stretched into hours or days.

      But gradually I began to notice that the results were often better than what Western efficiency would have produced. The seemingly irrelevant social information was actually providing crucial context that improved decision-making. The extended timeframes allowed for consultation with people who had valuable perspectives but wouldn’t have been included in faster Western-style processes.

      Most importantly, decisions reached through these slower, more social processes tended to stick. Because everyone had been consulted and consensus had emerged gradually, there was less resistance during implementation and fewer unexpected problems arising later.

      Western efficiency optimises for speed in decision-making but often creates problems during execution. Vietnamese approaches optimise for smooth implementation even if initial decisions take longer to reach.

      This taught me that efficiency and effectiveness aren’t synonymous, especially when dealing with complex social situations. What looks like waste from one perspective might be essential preparation from another.

      This lesson proved invaluable when trying to understand information chaos later. Western responses to misinformation often focus on quick debunking, rapid fact-checking, and efficient correction of false claims. These approaches optimise for speed but often fail to address the underlying social and emotional factors that make people susceptible to misleading information in the first place.

      Vietnamese approaches to misinformation are slower but often more effective—they work through relationships, address concerns patiently, and build understanding gradually rather than simply asserting correct information and expecting immediate acceptance.

      KEEPING WESTERN TOOLS IN AN EASTERN CONTEXT

      Living in Vietnam didn’t cure me of Western thinking—nor should it have. The scientific method, logical reasoning, and systematic analysis remain powerful tools for understanding certain types of phenomena.

      What changed was my understanding of when and how to apply these tools, and recognition that they’re not the only legitimate approaches to complex questions.

      I still read scientific papers. I still value peer review and replication studies. I still believe that evidence-based reasoning is superior to wishful thinking or authoritarian decree when it comes to questions that can be answered through systematic investigation.

      But I’ve also learned to recognise the limitations of these approaches when dealing with questions that involve values, relationships, meaning, and the kind of practical wisdom that emerges from lived experience rather than controlled studies.

      The Western approach to knowledge excels at reducing complex phenomena to manageable variables that can be measured and manipulated. This is extraordinarily useful for understanding how specific mechanisms work. It’s less helpful for navigating the irreducible complexity of actual human existence.

      Eastern approaches to knowledge—or at least the Vietnamese versions I’ve encountered—are more comfortable acknowledging that some types of understanding can’t be reduced to propositions that can be proven or disproven. They emerge through practice, relationship, and a kind of embodied learning that Western academic culture struggles to validate.

      THE BEGINNING OF EPISTEMIC HUMILITY

      What I didn’t realise at the time was that my experience in Vietnam was preparing me for what was about to happen to Western epistemology more generally.

      The comfortable certainties that had anchored my thinking for decades were about to be challenged not just by cross-cultural exposure, but by technological and social changes that would make traditional approaches to determining truth increasingly unreliable.

      Learning to be comfortable with contradiction and uncertainty in a Vietnamese context was excellent preparation for learning to navigate an information ecosystem where the old rules for distinguishing reliable from unreliable sources no longer applied consistently.

      The ability to hold multiple perspectives simultaneously without immediately needing to resolve them into a single correct answer became essential for psychological survival in an age where competing narratives about the same events could all be supported by seemingly credible evidence.

      Eastern epistemological approaches that I’d initially dismissed as insufficiently rigorous turned out to be more flexible and resilient when dealing with information chaos than the binary, truth-seeking methods I’d been trained to privilege.

      I was learning epistemic humility—not as a philosophical position, but as a practical survival skill.

      WHAT THIS TAUGHT ME ABOUT CERTAINTY AND SURVIVAL

      My months so far in Vietnam have taught me that certainty isn’t just about having access to correct information. It’s about having cultural frameworks that make particular types of certainty feel necessary and particular types of uncertainty feel unbearable.

      Western culture prizes certainty in ways that Eastern cultures often don’t. We’re uncomfortable with contradiction, impatient with ambiguity, and suspicious of any answer that begins with ‘it depends’ rather than ‘definitely.’

      This isn’t necessarily a problem when you’re operating within a stable information environment where the rules for evaluating evidence are widely shared and consistently applied. But it becomes a significant vulnerability when those conditions no longer hold.

      Cultures that are more comfortable with uncertainty and paradox are better equipped to handle information chaos, competing authorities, and situations where traditional methods for determining truth produce conflicting results.

      They’re not necessarily better at finding correct answers—though sometimes they are. But they’re definitely better at psychological survival when clear answers become unavailable or unreliable.

      The Vietnamese approaches I am learning—patience with complexity, comfort with indirect communication, integration of multiple types of knowledge, social decision-making processes—all turn out to be valuable tools for navigating digital misinformation, algorithmic manipulation, and the general epistemic chaos that is about to engulf the Western world.

      Most importantly, I am developing what I can only call epistemic resilience—the ability to maintain psychological equilibrium when traditional sources of certainty become unreliable. This isn’t a philosophical achievement; it’s a practical necessity for mental health in an increasingly confusing world.

      The aesthetic changes in my photography and music are both symptoms and causes of deeper cognitive changes. Learning to create and appreciate art that embraced complexity rather than forcing resolution is essential training for thinking that can navigate contradictory information without defaulting to cynicism or credulity.

      This is about to become much more than an interesting cross-cultural observation.

      Because whilst I was learning to be comfortable with uncertainty in the mountains of central Vietnam, the rest of the world is being introduced to information technologies that make uncertainty the default condition for anyone trying to understand what is happening beyond their immediate experience.

      The internet is about to teach the entire Western world what it feels like to live without reliable epistemological frameworks. Social media algorithms deliver personalised versions of reality that feel authoritative but contradict each other fundamentally. Search engines are returning millions of results for any question, many of them plausible, some of them accurate, all of them presented with equal visual authority.

      And most of us aren’t ready.

      Western education hasn’t taught us how to think when multiple credible sources contradict each other. We’d been trained to find the right answer, not to navigate situations where several different answers all seemed supported by reasonable evidence.

      We’ve been taught to trust expertise, but not how to respond when different experts disagree fundamentally about issues within their own fields. We’ve learned to value peer review and replication studies, but not how to handle situations where the peer review process itself is compromised or where replication studies produce contradictory results.

      Most dangerously, we’ve developed the expectation that information problems can be solved through better information. If something seems unclear or contradictory, the solution is to gather more data, consult additional sources, or find more authoritative experts.

      But what happens when more information makes things less clear rather than clearer? What happens when consulting additional sources increases confusion rather than resolving it? What happens when the authorities themselves become unreliable or contradictory?

      What happened next makes my cultural disorientation in Vietnam look like a gentle introduction to a much larger problem. Because whilst I was learning to navigate Eastern approaches to uncertainty in my personal life, algorithms were quietly beginning to reshape how information worked for everyone.

      And unlike the wise, culturally-evolved approaches to paradox I was encountering in Vietnamese philosophy, algorithmic uncertainty was designed to feel like knowledge whilst functioning like manipulation.

      The internet was about to become the world’s largest university. YouTube would soon be teaching millions of people about everything from quantum physics to conspiracy theories, often with equal production values and apparent authority. Wikipedia would democratise access to information whilst making it impossible to verify the credentials or motivations of the people actually creating that information.

      Search engines would begin serving personalised results that created the illusion of objective research whilst actually reinforcing existing beliefs. Social media algorithms would learn to show people information that felt engaging and important whilst optimising for time spent on platform rather than accuracy or understanding.

      YouTube was about to become the world’s most influential university. And none of us were prepared for what that would do to the idea of expertise itself.
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      There’s a man on YouTube who can teach you to fix a washing machine, perform emergency surgery on a goldfish, and explain why the moon landing was obviously staged in a Nevada car park.

      He has seventeen million subscribers and the confidence of a university chancellor announcing the cricket results.

      The fact that he’s wrong about roughly eighty-seven percent of everything he says has not diminished his authority one jot.

      This, I suspect, tells us something important about our current relationship with knowledge. Something that would make Terry Pratchett chuckle darkly whilst Douglas Adams reached for his towel.

      Welcome to the counterfeit university, where confidence has been successfully rebranded as competence, and the algorithm has appointed itself Dean of Everything.

      THE SEDUCTIVE INTELLIGENCE OF ALGORITHMS

      The first time YouTube suggested a video I actually needed to watch, I felt a small thrill of recognition. How did it know I was renovating my bathroom? How did it divine that I required precisely this tutorial on grouting technique at exactly this moment?

      It felt like intelligence. It felt like a mind that understood my mind.

      Of course, it wasn’t intelligence at all. It was pattern matching dressed up in the evening wear of artificial wisdom. A cosmic game of Snap, played with my digital breadcrumbs and the aggregated bathroom disasters of millions of other humans.

      But here’s the peculiar thing—knowing this didn’t make the feeling go away.

      The algorithm continued to feel intelligent because it was doing something that intelligence appears to do: it was making useful connections between disparate pieces of information. The fact that these connections were made by statistical probability rather than understanding seems, from a practical standpoint, almost irrelevant.

      This is where things start to get philosophically wobbly.

      I’d spent decades learning to distinguish between genuine expertise and mere authority, between knowledge and information, between understanding and regurgitation. But YouTube’s algorithm bypassed all these careful distinctions by doing something much more primitive and effective.

      It gave me what I wanted before I’d quite realised I wanted it.

      This creates a fascinating cognitive illusion. When something anticipates your needs accurately, your brain mistakes this anticipation for insight. When something provides solutions to problems you haven’t yet articulated, it feels like wisdom.

      But here’s what I didn’t immediately grasp: the same mechanism that made YouTube feel intelligent when recommending grouting tutorials was also at work when it suggested videos about chemtrails, vaccine conspiracies, and the secret lizard people running the Melbourne Cricket Ground.

      The algorithm doesn’t distinguish between useful knowledge and attractive nonsense. It only cares about engagement—how long you watch, how often you click, how thoroughly you tumble down whatever rabbit hole it’s constructed for your particular psychological profile.

      This is how YouTube became a counterfeit university: by feeling educational whilst systematically undermining the basic epistemological hygiene that makes education actually useful.

      THE CONFIDENCE TRAP

      There’s a particular type of YouTube educator who speaks with the unwavering confidence of a GPS device directing you into a lake.

      You know the type. They never use qualifiers like ‘might be’ or ‘it’s possible that’ or ‘the current evidence suggests’. They don’t acknowledge uncertainty or complexity. They speak in declarative sentences that brook no argument, delivered with the crisp authority of someone reading the evening news.

      ‘The truth about coffee will shock you!’

      ‘This one exercise will fix your back forever!’

      ‘Scientists hate this simple trick!’

      The curious thing is how convincing this confidence feels, even when your rational mind knows it’s performing confidence rather than demonstrating competence.

      I wonder if this taps into something quite primitive in our psychological wiring. For most of human history, confident people often were competent people—or at least, competent enough to be worth listening to in a crisis. Doubt and hedging were luxuries you couldn’t afford when the sabre-toothed tiger was bearing down on the campfire.

      But we’re no longer living in a world where confidence correlates reliably with competence. In fact, we might be living in a world where confidence correlates more reliably with the willingness to oversimplify complex problems for algorithmic consumption.

      Real experts tend to be annoyingly aware of the limitations of their knowledge. They hedge. They qualify. They say things like ‘it depends’ and ‘we’re still learning about this’ and ‘more research is needed’.

      None of which makes for particularly engaging YouTube content.

      So the algorithm, in its relentless pursuit of engagement, gradually selects for people who are willing to sound certain about uncertain things. It rewards oversimplification. It punishes nuance. It turns the normal relationship between confidence and competence completely upside down.

      This creates what I can only describe as an epistemological Gresham’s law: fake certainty drives out real knowledge.

      The YouTube educator who admits they don’t have all the answers gets buried in the search results. The one who promises to reveal ‘the shocking truth they don’t want you to know’ gets millions of views and a verified checkmark.

      Which brings us to a rather uncomfortable possibility: What if the problem isn’t just that YouTube rewards confidence over competence? What if it’s that we’ve collectively become unable to distinguish between the two?

      THE EMOTIONAL MECHANICS OF CLICKBAIT

      Let me share a small confession. I once spent forty-three minutes watching a video titled ‘Why Everything You Know About Sleep Is Wrong’, presented by a man whose qualifications appeared to consist entirely of having a very expensive camera and the ability to speak without blinking.

      I knew, even as I was watching, that this was probably nonsense. My rational mind was firing off little warning flares: ‘Citation needed!’ ‘Where’s the peer review?’ ‘This sounds suspiciously like the sort of thing someone would say if they were trying to sell you a sleep optimisation course!’

      And yet, I kept watching.

      This is the peculiar genius of clickbait—it doesn’t need to convince your rational mind. It only needs to hijack your emotional one.

      The title ‘Why Everything You Know About Sleep Is Wrong’ is doing several things simultaneously, all of them rather sneaky.

      First, it’s creating intellectual insecurity. It’s suggesting that you, despite being a reasonably intelligent adult who has successfully operated your own sleep cycle for several decades, have been doing it incorrectly this entire time.

      Second, it’s promising resolution. Not only are you wrong about sleep, but this video will reveal the secret that will make you right.

      Third, it’s implying conspiracy. The reason everything you know is wrong isn’t because sleep science is complex and evolving—it’s because ‘they’ (whoever ‘they’ are) have been deliberately misleading you.

      And fourth, it’s offering social differentiation. By watching this video, you’ll know something that most people don’t. You’ll be part of the enlightened minority who have seen through the conventional sleep wisdom.

      All of this happens below the threshold of conscious reasoning. Your prefrontal cortex might be sceptical, but your limbic system is already reaching for the mouse.

      This is why clickbait works so effectively, even on people who ought to know better. It’s not trying to convince you of anything specific—it’s trying to create an emotional state in which clicking feels like the most natural thing in the world.

      The emotional formula is remarkably consistent across different types of content:

      Anxiety + Promise of Resolution + Hint of Forbidden Knowledge + Social Differentiation = Click.

      What makes this particularly insidious is that it mimics the emotional experience of learning something genuinely important. The feeling you get from clicking on ‘This Ancient Grain Will Revolutionise Your Health’ is remarkably similar to the feeling you might get from reading about a genuine medical breakthrough.

      Your nervous system can’t tell the difference between useful knowledge and attractive misinformation—they both trigger the same reward pathways, the same sense of intellectual satisfaction, the same little hit of dopamine that says, ‘good job, you learned something today’.

      Which raises a rather disturbing question: If fake knowledge feels the same as real knowledge, how do we know when we’re learning and when we’re just being entertained?

      WHEN YOUR NERVOUS SYSTEM STAGES A REBELLION

      There’s a particular feeling you get about twenty minutes into a YouTube rabbit hole. A vague sense that something isn’t quite right. A growing unease that sits somewhere between your chest and your stomach, like intellectual indigestion.

      Your conscious mind might still be engaged with the content—nodding along to the presenter’s confident assertions about the hidden dangers of tap water or the secret history of the Federal Reserve. But some deeper part of you has started to fidget.

      This, I think, is your nervous system staging a quiet rebellion.

      Your rational mind has been temporarily overwhelmed by the algorithmic equivalent of a sonic boom—so much information, delivered with such confidence, supported by so many apparently credible graphs and statistics and testimonials. But your body, which has no investment in intellectual consistency or social signalling, has begun to register that something is amiss.

      The presenter sounds authoritative, but there’s something slightly off about their cadence. The information feels important, but it’s being delivered in bite-sized chunks that don’t quite connect to each other. The promises are grand, but they’re always just vague enough to avoid specific falsification.

      Your nervous system, evolved over millions of years to detect when something claiming to be helpful might actually be dangerous, starts sending up subtle warning signals.

      The trouble is, we’ve been trained to override these signals in favour of rational analysis. We tell ourselves that our uneasiness is just close-mindedness, that our scepticism is just intellectual snobbery, that our gut instinct is less reliable than the confident man on the screen with his impressive-looking charts.

      But what if our gut instinct is picking up on something our rational mind has missed?

      What if that vague unease is your nervous system correctly identifying the difference between information that’s designed to help you understand something and information that’s designed to keep you watching?

      I’ve started paying attention to this feeling—this subtle sense that something is performing knowledge rather than sharing it. And I’ve noticed something curious: it shows up most reliably when I’m watching content that feels educational but is actually optimised for engagement.

      Real educational content often makes you work a bit. It presents information that connects to other information. It acknowledges complexity and uncertainty. It might even be slightly boring in places because it’s prioritising accuracy over entertainment.

      Counterfeit educational content, by contrast, is relentlessly stimulating. Every sentence is designed to keep you hooked. Every fact is presented as mind-blowing. Every revelation builds toward the next click, the next video, the next thrilling exposure of conventional wisdom.

      Your nervous system, bless it, can tell the difference. It knows when it’s being educated and when it’s being sold something, even when your conscious mind has been temporarily dazzled by confident presentation and impressive graphics.

      The question is whether we’re willing to listen to it.

      THE DEMOCRATISATION PARADOX

      Here’s where things get properly complicated, in the way that makes philosophers reach for strong coffee and contemplate career changes.

      Because YouTube isn’t entirely wrong about traditional education being flawed. Universities can be elitist, expensive, and remarkably resistant to innovation. Textbooks do cost a fortune and become obsolete before the ink is dry. Professors can be brilliant researchers who couldn’t explain quantum mechanics to a quantum physicist, let alone to someone trying to understand it for the first time.

      The promise of democratised knowledge is genuinely appealing. Why shouldn’t a carpenter in Cairns be able to learn advanced mathematics from someone who actually knows how to teach it? Why shouldn’t a grandmother in Geelong have access to the same historical insights that cost university students thousands of dollars and three years of their lives?

      And indeed, some of the most brilliant explanations I’ve ever encountered have come from YouTube educators who care more about clarity than credentials, who’ve thought deeply about how to make complex ideas accessible without making them simplistic.

      The problem is that YouTube can’t distinguish between these genuine educators and the confidence merchants who’ve learned to mimic the surface features of educational content whilst hollowing out everything that makes education actually useful.

      This creates what I can only call the democratisation paradox. The same technology that makes genuine expertise more accessible also makes fake expertise more convincing. The same algorithm that can connect you with brilliant teachers can also lead you down increasingly elaborate paths of misinformation.

      And here’s the really maddening part: the fake expertise often looks more professional than the real thing.

      The genuine university professor, recording lectures in their cluttered office with questionable lighting and audio quality, competes for attention with the wellness guru in their professional studio, complete with branded graphics and dramatic music stings.

      The algorithm, being fundamentally indifferent to truth but highly attentive to production values and engagement metrics, gradually tilts the playing field toward content that looks and sounds authoritative rather than content that actually is authoritative.

      We end up with a counterfeit university that’s more polished, more confident, and more entertaining than the real thing—but which systematically undermines the basic epistemological habits that make education valuable in the first place.

      It’s like having a fake Ferrari that goes faster than a real Ferrari but has no brakes and occasionally explodes.

      THE ATTENTION ECONOMY’S RELATIONSHIP WITH TRUTH

      I need to tell you about a moment that crystallised something important for me about how YouTube shapes our relationship with knowledge.

      I was researching treatments for depression—not for any client, just trying to stay current with developments in my field. I’d found several excellent videos by actual psychiatrists and psychologists, presenting current evidence-based approaches with appropriate hedging and acknowledgment of uncertainty.

      They were getting a few hundred views each.

      Then YouTube suggested a video titled ‘The Depression Cure Big Pharma Doesn’t Want You to Know’, which turned out to be forty-seven minutes of a former accountant explaining why depression was actually caused by insufficient exposure to morning sunlight and could be cured entirely through breathing exercises.

      It had 2.3 million views.

      Now, I want to be clear here. Morning sunlight and breathing exercises can indeed be helpful for some people dealing with depression. But the gulf between ‘potentially helpful as part of a comprehensive approach’ and ‘the cure Big Pharma doesn’t want you to know’ is roughly the size of the Bass Strait.

      What struck me wasn’t just that the misinformation was getting more views than the accurate information. It was that the misinformation was more engaging precisely because it was misinformation.

      The real experts couldn’t promise a simple cure because no simple cure exists. They couldn’t demonise pharmaceutical companies because the evidence on antidepressants is complex and nuanced. They couldn’t offer revolutionary insights because the current understanding of depression, while constantly evolving, doesn’t contain any shocking secrets that psychiatrists are hiding from the public.

      In other words, the truth was handicapped in the attention economy by being true.

      This is where YouTube’s model becomes genuinely problematic for the health of public knowledge. It’s not just that false information can spread quickly—that’s always been true. It’s that false information has structural advantages over true information in an environment optimised for engagement.

      False information can be simpler, more dramatic, more emotionally satisfying, and more socially bonding than true information. It can offer certainty where genuine expertise can only offer probability. It can promise transformation where science can only suggest gradual improvement.

      And because YouTube’s recommendation algorithm is essentially optimised to keep people watching rather than to help them learn, it gradually selects for content that’s engaging rather than content that’s accurate.

      The result is a kind of epistemic Darwinism—but one where fitness is determined by clicks rather than correspondence to reality.

      Which brings us to perhaps the most unsettling aspect of YouTube’s role as a counterfeit university: it’s not trying to teach us false things. It’s simply indifferent to the distinction between true and false, in much the same way that water is indifferent to the distinction between valuable objects and worthless objects when it’s flowing downhill.

      The algorithm follows the gradient of human attention, and it turns out that gradient doesn’t necessarily lead toward truth.

      THE NEW DIGITAL DEFERENCE

      Something curious has happened to the way we relate to authority in the age of YouTube. We’ve replaced the old deference to institutional credentials with a new deference to algorithmic recommendation.

      I used to respect information because it came from universities, peer-reviewed journals, or recognised experts in their fields. Now I find myself giving credence to information because it appeared in my recommended videos, or because it has a certain number of views, or because it was presented with sufficiently confident production values.

      This shift happened so gradually I didn’t notice it at first. But at some point, my unconscious reasoning changed from ‘this must be reliable because it’s published in a reputable journal’ to ‘this must be valuable because YouTube’s algorithm thought I should see it’.

      Which is, when you think about it, completely barmy.

      YouTube’s algorithm knows nothing about truth, accuracy, or my actual educational needs. It knows about my clicking behaviour, my viewing patterns, and my demographic profile. It knows what I’ve watched and what people similar to me tend to watch. But it has no idea whether any of this information will make me wiser, happier, or better informed.

      And yet, there’s something seductive about algorithmic curation that institutional curation never quite managed. When YouTube recommends a video, it feels personalised. It feels like the algorithm understands my specific interests and learning style in a way that, say, a university curriculum never could.

      The old institutions said: ‘Here’s what an educated person should know.’ YouTube says: ‘Here’s what someone like you might find interesting.’ And in our individualistic age, the second message feels more respectful, more democratic, more aligned with our personal autonomy.

      But what if personalisation and education are fundamentally at odds with each other?

      What if learning things that challenge your existing beliefs, that force you outside your comfort zone, that require sustained effort rather than immediate gratification, is precisely what makes education valuable?

      What if the algorithm’s attempt to give us what we want is systematically preventing us from discovering what we need?

      This is perhaps the most subtle way that YouTube functions as a counterfeit university. It mimics the experience of learning whilst gradually training us to confuse preference with knowledge, comfort with understanding, and algorithmic recommendation with educational value.

      We end up more confident about our beliefs but less capable of examining them. More informed about topics that confirm our existing worldview but less curious about perspectives that might challenge it.

      It’s education without education’s most important feature: the systematic cultivation of intellectual humility.

      THE LIBERATION AND THE TRAP

      And yet—and this is where I have to be honest about my own complicated relationship with YouTube’s educational ecosystem—there’s genuine liberation in being able to learn about things that traditional institutions never thought to teach.

      Where else could I have learned to repair a vintage camera, understand the history of Vietnamese coffee culture, or appreciate the mathematical beauty of fractals—all in the same afternoon, all taught by people who clearly love their subjects and have spent years figuring out how to explain them clearly?

      YouTube has democratised not just access to information, but access to passionate, skilled teachers who might never have found their way into traditional educational institutions but who have profound knowledge and genuine gifts for communication.

      The craftsman who’s spent thirty years perfecting traditional woodworking techniques. The autodidact historian who’s become an expert on obscure medieval trade routes. The former engineer who can explain complex physics concepts with clarity that puts most university lecturers to shame.

      These voices add genuine richness to the educational landscape. They represent forms of knowledge and ways of knowing that the formal academy often overlooks or undervalues.

      But here’s the trap: YouTube makes no distinction between these genuine educators and the enthusiastic amateurs who’ve confused having an opinion with having expertise. The algorithm treats them all equally, because it’s optimising for engagement rather than for the quality or accuracy of the information being shared.

      So alongside the brilliant woodworker and the insightful historian, you get the confident charlatan explaining why everything mainstream medicine knows about nutrition is wrong, why climate scientists are part of a global conspiracy, why you can cure cancer with positive thinking and essential oils.

      And because the charlatans often understand engagement better than the genuine educators—they’ve studied the emotional mechanics of clickbait, they know how to create parasocial relationships with their audiences, they’re willing to make bold claims that genuine experts can’t ethically make—they often get more views, more subscribers, more algorithmic amplification.

      This creates a particularly modern form of Gresham’s law: in an attention economy, bad information drives out good information because bad information is often more entertaining than good information.

      We’re left with a peculiar educational landscape where genuinely valuable learning sits side by side with elaborate misinformation, where brilliant insights compete for attention with dangerous nonsense, where the same platform that can teach you advanced calculus can also convince you that vaccines contain microchips.

      And the algorithm, bless its silicon heart, can’t tell the difference.

      WHAT WE’VE LOST AND WHAT WE’VE GAINED

      Living through this transformation has been like watching the demolition of a familiar building whilst simultaneously marvelling at the fascinating architecture taking its place.

      What we’ve lost is a shared sense of what constitutes reliable knowledge. The old gatekeepers—universities, peer review, traditional media—were flawed and often exclusionary. But they did provide a kind of epistemic stability. You might disagree with the experts, but you generally knew who the experts were.

      We’ve also lost the experience of sustained, sequential learning. Universities, for all their faults, did insist that you learn algebra before calculus, that you understand historical context before historical interpretation, that you grapple with basic concepts before moving on to advanced ones.

      YouTube’s model of learning is more like intellectual fast food: immediately gratifying, endlessly varied, but lacking the nutritional value that comes from sustained engagement with difficult ideas.

      What we’ve gained is accessibility, variety, and personalisation on a scale that would have been unimaginable twenty years ago. We’ve gained access to forms of knowledge that traditional institutions never thought to preserve or share. We’ve gained the ability to learn at our own pace, in our own time, about things we’re genuinely curious about.

      We’ve also gained something more subtle but perhaps more important: evidence that learning doesn’t have to be boring, that complex ideas can be explained clearly, that education can be joyful rather than dutiful.

      Some of the most creative, engaging, and genuinely educational content I’ve ever encountered has come from YouTube creators who’ve spent years figuring out how to make difficult concepts accessible without dumbing them down.

      The challenge is learning to navigate this landscape without losing our epistemic bearings. How do we take advantage of the genuine educational opportunities that YouTube offers whilst avoiding the intellectual quicksand of misinformation and overconfident nonsense?

      How do we distinguish between creators who are sharing genuine expertise and creators who are performing expertise? Between information that’s designed to help us understand something and information that’s designed to keep us clicking?

      Between education and infotainment wearing educational drag?

      These questions matter because YouTube isn’t going away. If anything, it’s becoming more sophisticated, more persuasive, more adept at mimicking the surface features of real education whilst systematically undermining the deeper habits of mind that make education valuable.

      Which brings us to the bigger question lurking behind all of this: if YouTube is a counterfeit university, what does that make us? And what are we actually learning in its digital halls?

      THE STRANGE ALCHEMY OF AMATEUR EXPERTISE

      There’s a particular moment that occurs somewhere around video number seven of any YouTube research session. You start to feel like an expert.

      Not a real expert, obviously. But a sort of YouTube expert. Someone who’s absorbed enough surface-level information about a topic to hold their own in casual conversation, to identify the key terms and concepts, to recognise the major schools of thought.

      It’s a seductive feeling. You’ve gone from knowing nothing about quantum computing to having opinions about quantum computing in less than two hours. You can now explain the basic principles to someone else, recommend specific videos, even spot obvious misconceptions when you encounter them.

      This is YouTube’s most impressive magic trick: the speed with which it can transform complete ignorance into confident familiarity.

      But here’s what’s interesting—and slightly alarming—about this transformation. The knowledge you’ve gained is real, but it’s also fundamentally different from the knowledge you might gain through more traditional educational methods.

      YouTube knowledge tends to be broad rather than deep, confident rather than cautious, impressive rather than useful. It’s knowledge that’s optimised for social sharing rather than practical application. Knowledge that makes you feel smart rather than knowledge that actually makes you smarter.

      It’s also knowledge without context. You know that quantum computers use superposition and entanglement, but you have no sense of how long it took scientists to develop these concepts, what false starts and dead ends they encountered, why certain approaches were abandoned, how current understanding connects to broader theoretical frameworks.

      In other words, you have information about quantum computing, but you don’t have the kind of deep, connected understanding that would allow you to think creatively about quantum computing problems, to spot genuine breakthroughs, to distinguish between promising research and hyped nonsense.

      This distinction matters more than you might think. Because the feeling of understanding something and actually understanding something are remarkably similar from the inside. Both produce confidence, both create a sense of intellectual satisfaction, both make you feel like you could explain the topic to someone else.

      The difference only becomes apparent when you try to use your knowledge for something beyond social conversation—when you try to solve actual problems, make practical decisions, or evaluate new information in the field.

      This is where YouTube’s educational model runs into its deepest limitations. It’s excellent at creating the experience of learning, but much less reliable at creating the reality of learning.

      And because most of us never get the chance to test our YouTube-acquired knowledge against real-world problems, we can go years feeling like we understand things that we actually only understand at the most superficial level.

      This creates a kind of intellectual inflation—we feel more knowledgeable than we actually are about an increasingly wide range of topics. Which might not matter much if we stick to dinner party conversations about quantum computing.

      But it becomes problematic when we start making decisions based on this pseudo-expertise. When we feel confident enough to ignore medical advice, dismiss scientific consensus, or vote based on our YouTube-informed understanding of complex policy issues.

      The counterfeit university doesn’t just give us counterfeit knowledge. It gives us counterfeit confidence in that knowledge. Which might be the most dangerous thing of all.

      THE ALGORITHM’S UNINTENDED CURRICULUM

      If YouTube is a university, what exactly is it teaching us? Not just in terms of explicit content, but in terms of the deeper patterns of thinking and relating that we absorb through repeated exposure?

      I suspect YouTube’s hidden curriculum includes some lessons we might not have consciously signed up for.

      Lesson one: Complex problems have simple solutions that experts don’t want you to know about. This is the foundational myth of YouTube education—the idea that every field contains obvious truths that have been overlooked or suppressed by people with vested interests in maintaining the status quo.

      Lesson two: Confidence is more important than competence. The most successful YouTube educators are often not the most knowledgeable, but the most willing to speak with absolute certainty about uncertain things.

      Lesson three: Learning should be entertaining, and if it’s not entertaining, it’s probably not worth learning. This creates an expectation that education should always be immediately engaging, never difficult or boring, never require sustained effort or frustrating periods of confusion.

      Lesson four: Your personal interest is a more reliable guide to what you should learn than any institutional curriculum or expert recommendation. The algorithm teaches us to follow our intellectual appetites rather than challenging ourselves with ideas that might be nutritious but less immediately palatable.

      Lesson five: The most important knowledge is secret knowledge—information that’s hidden, suppressed, or ignored by mainstream sources. This creates a systematic bias toward conspiracy thinking and contrarian positions.

      None of these lessons are explicitly taught, but they’re implicit in the structure of how YouTube delivers information. They’re what you learn from the medium, regardless of what any particular video is trying to teach you.

      And these lessons, taken together, create a particular stance toward knowledge that’s almost perfectly designed to make people more confident and less wise.

      More confident because YouTube constantly reinforces the idea that understanding complex issues is easier than experts pretend. Less wise because it systematically undermines the intellectual virtues—humility, patience, tolerance for uncertainty—that actually enable good thinking about difficult problems.

      This is perhaps the most troubling aspect of YouTube’s role as an educational platform. It’s not just that it sometimes spreads misinformation. It’s that it shapes how we approach the task of learning itself, often in ways that make us less capable of distinguishing between good information and bad information.

      It trains us to expect quick answers to complex questions, simple solutions to difficult problems, and confident assertions rather than careful reasoning. It rewards intellectual shortcuts over intellectual discipline.

      And because this training happens gradually, through repeated exposure to a particular style of information delivery, we often don’t notice it happening. We just find ourselves becoming more impatient with nuance, more attracted to certainty, more suspicious of expertise.

      Which is, when you think about it, the exact opposite of what a good education should do.

      WHEN ENTERTAINMENT MASQUERADES AS ENLIGHTENMENT

      Let me tell you about the most seductive video I’ve ever watched. It was called something like, ‘The Hidden Mathematics of the Universe’, and it promised to reveal the profound mathematical patterns underlying everything from flower petals to galaxy formations.

      The production values were extraordinary. Gorgeous visualisations, sweeping orchestral music, a narrator with a voice like warm honey reading poetry about the cosmic significance of the golden ratio.

      I watched the entire forty-three-minute video completely transfixed. By the end, I felt like I’d been granted a profound insight into the fundamental nature of reality. I felt educated, enlightened, slightly superior to people who hadn’t yet discovered these cosmic truths.

      It took me several days to realise that I’d learned almost nothing.

      Oh, I’d encountered some interesting facts about mathematical patterns in nature. But the video had presented these facts in such a way as to suggest mystical significance rather than scientific understanding. It had confused correlation with causation, pattern-recognition with profound meaning, mathematical description with mathematical explanation.

      Most importantly, it had made me feel like I understood something deep about mathematics and nature whilst actually making me less capable of thinking clearly about either.

      This is YouTube’s most sophisticated trick: the creation of educational entertainment that produces the emotional experience of learning without the intellectual substance of learning.

      It’s not exactly misinformation—most of the facts presented were technically accurate. But they were arranged in such a way as to suggest connections and implications that weren’t actually supported by the evidence.

      The result was something that felt profound but was actually just profoundly confusing. Something that masqueraded as science education whilst systematically undermining scientific thinking.

      And because the emotional experience was so satisfying—that feeling of cosmic insight, of hidden patterns revealed, of being let in on the universe’s secrets—I wanted to believe it. Part of me still wants to believe it, despite knowing better.

      This is where YouTube’s educational content becomes genuinely troubling. Not because it’s deliberately deceptive, but because it’s structured in a way that makes deception unnecessary. The medium itself encourages a particular kind of thinking that privileges emotional satisfaction over intellectual rigor.

      Real education is often somewhat unsatisfying in the short term. It raises more questions than it answers. It complicates rather than simplifies. It requires sustained effort and provides delayed gratification.

      YouTube education, by contrast, is optimised for immediate satisfaction. It provides answers rather than better questions. It simplifies rather than complicates. It offers the feeling of understanding without the work of understanding.

      And because the feeling of understanding and the reality of understanding are difficult to distinguish from the inside, we can spend years consuming educational entertainment whilst gradually becoming less capable of genuine learning.

      It’s like intellectual junk food—immediately gratifying, endlessly available, but ultimately nutritionally bankrupt.

      The tragedy is that YouTube could be genuinely educational. The technology is there, the global reach is there, many of the creators have genuine expertise and teaching ability.

      But as long as the platform is optimised for engagement rather than learning, for entertainment rather than education, for immediate satisfaction rather than long-term intellectual development, it will continue to function as a counterfeit university—offering the appearance of education whilst subtly undermining the habits of mind that make education valuable.

      THE QUESTION THAT HAUNTS ME

      As I write this, sitting in my  living room office in Đà Lạt, with a hard drive full of digital copies of books that represent the old model of how knowledge was supposed to work, I find myself haunted by a question that doesn’t have a comfortable answer.

      What if we’re not the victims of YouTube’s counterfeit university? What if we’re the willing customers?

      What if the reason YouTube’s educational content has become so successful isn’t that it’s tricking us into consuming intellectual junk food, but that intellectual junk food is actually what we prefer?

      What if we choose confident oversimplification over cautious nuance because oversimplification is easier to digest, easier to remember, easier to share with others? What if we prefer fake expertise to real expertise because fake expertise tells us what we want to hear rather than what we need to know?

      What if the problem isn’t that YouTube’s algorithm is manipulating us, but that it’s giving us exactly what we’re asking for—and what we’re asking for isn’t actually education, but the feeling of being educated without the inconvenience of actually learning?

      This possibility is more disturbing than the idea that we’re being manipulated by corporate algorithms or misled by confidence tricksters. Because it suggests that the problem isn’t external—something being done to us—but internal—something we’re doing to ourselves.

      It suggests that we might have collectively decided that the real work of learning—the frustration, the uncertainty, the intellectual humility—is too expensive for the benefits it provides. That we’d rather feel smart than be smart, rather seem informed than actually be informed.

      And if that’s true, then YouTube isn’t corrupting our relationship with knowledge so much as revealing something about that relationship that was always there but remained hidden when access to information was more limited and curated.

      Maybe the counterfeit university isn’t an aberration. Maybe it’s what happens when you give people unlimited choice about what to learn and how to learn it.

      Maybe the problem with democratised education isn’t that it’s democratised, but that education and democracy might be fundamentally incompatible in ways we’re only beginning to understand.

      I don’t know if this is true. I hope it isn’t. But it’s the question that keeps me awake at night, staring at the ceiling and wondering whether we’ve created a system that gives us everything we thought we wanted from education except education itself.

      And if that’s the case, what does it mean for the future of human knowledge? What does it mean for the next generation, who will grow up entirely within this counterfeit university? What happens to wisdom in a world where information is infinite but attention is finite and algorithms decide how the finite attention gets allocated to the infinite information?

      These aren’t comfortable questions. But they might be necessary ones. Because if YouTube is indeed a counterfeit university, and if we’re all enrolled whether we realise it or not, then perhaps it’s time to start thinking more carefully about what we’re actually learning there.

      And what we’re forgetting how to learn everywhere else.

      But even if we could somehow fix YouTube’s educational model—make it less seductive, more rigorous, better aligned with actual learning rather than the feeling of learning—we’d still be left with a deeper problem.

      Because YouTube isn’t the only platform that’s transformed our relationship with expertise and authority. It’s just the most obvious example of a much broader phenomenon: the democratisation of information has created a world where everyone can sound like an expert, where traditional gatekeepers have lost their authority, where the boundaries between knowledge and opinion have become increasingly blurred.

      And in this new landscape, a curious thing has happened. We haven’t just gained access to more information. We’ve somehow convinced ourselves that having access to information is the same thing as having expertise.

      Which brings us to perhaps the most destabilising development in our relationship with knowledge: the moment when everyone became an expert—and expertise itself began to lose its meaning.
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      If your uncle Rod, who once got trapped in a revolving door at the Myer Centre, can now hold forth authoritatively on immunology whilst simultaneously claiming that fluoride is a mind-control plot, then you're living through the most spectacular collapse of epistemic hierarchy in human history.

      Congratulations. We all are.

      This isn't a chapter about how stupid people have become. Stupidity levels have remained reassuringly constant throughout history—roughly 85 percent of humans have always been confidently wrong about most things, and that percentage isn't budging.

      What's changed is that stupidity now has the same platform as expertise, the same reach as competence, and often significantly better production values. Which creates a rather interesting problem for those of us who spent decades learning to distinguish between the two.

      THE GREAT GATEKEEPING COLLAPSE

      For most of human history, being spectacularly wrong required significant effort. You had to convince editors, publishers, or at minimum a local printing press operator who might ask awkward questions like 'Are you sure the moon is made of cheese?'

      This system wasn't perfect. Plenty of brilliant ideas died in committee rooms, and plenty of rubbish made it through because the gatekeeper's cousin owned a newspaper. But it did provide what we might generously call quality control, and what cynics might describe as 'at least someone has to pretend they read this before inflicting it on the public.'

      Then came the internet. Suddenly, any human being with access to a keyboard could broadcast their theories about why vaccines cause everything from autism to left-handedness to an inexplicable craving for Tim Tams.

      And we cheered.

      We cheered because gatekeepers had become insufferable. Academic journals that took three years to publish papers about whether pigeons could distinguish between Monet and Picasso whilst charging $47 to read the abstract. Medical authorities who spoke in incomprehensible jargon and seemed more interested in protecting their professional territory than actually helping people understand their own bodies. Financial experts who'd just crashed the global economy explaining why we needed to trust their next predictions.

      The gatekeepers had it coming. What we didn't anticipate was what would happen when the gates simply... disappeared.

      THE DEMOCRATISATION TRAP

      Here's the thing about democratising information: you don't just democratise access to good information. You democratise access to all information, which includes breathtaking amounts of carefully crafted nonsense designed to exploit the exact cognitive shortcuts that helped us survive as hunter-gatherers but make us sitting ducks in an information ecosystem.

      Humans are pattern-seeking creatures. We're brilliant at spotting the rustle in the bushes that might be a predator. Less brilliant at distinguishing between correlation and causation in a world where someone can generate a graph showing that ice cream sales predict drowning deaths and present it as evidence that Ben & Jerry's is running a homicidal conspiracy.

      I watched this happen in real time in my own profession. Psychology had its gatekeepers—peer review, ethics committees, institutional oversight. Slow, imperfect, occasionally corrupt, but providing some basic quality control. Then along came life coaches with weekend certifications explaining that depression was just negative thinking and anxiety could be cured with gratitude journals.

      The public couldn't tell the difference. Why would they? Both groups used similar language, both claimed to help people feel better, and frankly, the life coaches were often more charismatic and definitely more optimistic than the clinical psychologists explaining that mental health was complicated and that lasting change took time and effort.

      Optimism sells. Complexity doesn't. And when you democratise information distribution, popularity becomes the primary metric of credibility.

      THE CREDENTIALS PARADOX

      Here's where it gets genuinely peculiar. The same cultural moment that dismantled respect for traditional expertise also created an explosion of alternative credentials. Everyone became an expert in something, often in things that didn't exist five minutes ago.

      Wellness coaches. Digital marketing gurus. Cryptocurrency analysts. Biohackers. These aren't traditional professions with centuries of accumulated wisdom and established training pathways. They're entrepreneurial responses to newly available platforms and audiences hungry for authoritative-sounding answers to questions that traditional experts either couldn't or wouldn't address.

      And some of them turned out to be genuinely useful. The fitness influencer who actually understood nutrition better than GPs who'd received three hours of training on the topic. The productivity blogger who'd figured out systems for managing ADHD that worked better than anything in the clinical literature.

      But for every useful amateur expert, there were dozens who'd confused confidence with competence, charisma with credibility, and viral reach with validity. The problem was that from the outside, they all looked remarkably similar.

      I started noticing this in client conversations around 2018. People would arrive with information they'd gathered from YouTube videos, Instagram posts, and podcast episodes, presenting it alongside peer-reviewed research as if it all carried equal weight. And when I'd gently suggest that some sources might be more reliable than others, I'd get the look—the one that said I was just another gatekeeper trying to protect my professional territory.

      Sometimes they were right. Sometimes I was being unnecessarily precious about credentials whilst missing genuinely useful insights that happened to come from unconventional sources. But mostly, we were all just drowning in information and grasping for anything that felt like solid ground.

      THE ALGORITHM AS UNIVERSITY

      Universities, for all their flaws, operated on a curious principle: they made learning slightly unpleasant. You had to read boring textbooks, sit through tedious lectures, and demonstrate competence through examinations that nobody particularly enjoyed.

      This wasn't accidental cruelty. It was quality control. Real expertise requires absorption of large amounts of boring foundational knowledge before you get to the interesting bits. Understanding immunology means memorising the names of dozens of cell types and knowing how they interact under various conditions. Understanding economics means grappling with mathematical models that would put most people to sleep.

      Social media algorithms operate on the opposite principle: learning should be immediately gratifying. They surface information that confirms what you already believe, presented in formats designed to trigger emotional responses rather than careful consideration.

      The result is a kind of intellectual junk food—information that feels nourishing in the moment but lacks the nutritional content necessary for genuine understanding. It's the epistemic equivalent of living on chocolate biscuits and energy drinks.

      I found myself caught between two equally unsatisfying positions. On one hand, traditional academic institutions were increasingly disconnected from practical reality, producing research that was methodologically rigorous but almost entirely useless for anyone trying to navigate actual problems in the real world.

      On the other hand, the alternative experts were often addressing real problems with practical solutions, but their understanding was frequently shallow, their methods unproven, and their confidence utterly disconnected from the actual strength of their evidence.

      Neither system was producing the kind of reliable, useful knowledge that people actually needed.

      THE EMOTIONAL LABOUR OF UNCERTAINTY

      What nobody prepared us for was how exhausting it would be to live in a world where everyone was an expert and nobody could agree on anything.

      Every health decision became a research project. Should you take that supplement? Which studies do you trust? Who funded them? What are the researchers' conflicts of interest? What about the meta-analyses? Who peer-reviewed those? Are the peer reviewers themselves compromised?

      The cognitive overhead became crushing. My clients started arriving with ring-binders full of printed articles, spreadsheets comparing treatment options, and the haunted expression of people who'd fallen down research rabbit holes and couldn't find their way back to simple decisions about whether to take antidepressants.

      The cruel irony was that access to more information was making people feel less informed, not more. They could find studies supporting any position they wanted to take, but they couldn't figure out which studies to trust. They had access to more expert opinions than any generation in history, but they couldn't tell which experts were actually expert.

      I started seeing a new kind of anxiety in my practice—epistemic anxiety. The psychological distress that comes from not knowing what's true anymore, especially about things that directly affect your wellbeing and the wellbeing of people you care about.

      Traditional anxiety responds to traditional interventions—cognitive behavioural therapy, exposure therapy, sometimes medication. But epistemic anxiety is different. It's not about distorted thinking patterns or irrational fears. It's about the perfectly rational recognition that the systems we relied on to distinguish truth from falsehood have become compromised in ways that make individual verification impossible.

      THE NEW LITERACY

      So what do you do when everyone's an expert and expertise itself has become democratised beyond recognition? You develop different skills.

      Instead of trying to determine who's right, you learn to recognise who's worth listening to. Instead of seeking absolute truth, you learn to navigate provisional probabilities. Instead of trusting authorities, you learn to trust processes.

      The new literacy isn't about knowing things. It's about knowing how to orient yourself in an environment where knowledge is abundant but wisdom is scarce, where information is free but attention is the limiting resource, and where the difference between signal and noise requires constant recalibration.

      I started teaching my clients to ask different questions. Not 'Is this true?' but 'How confident can I be about this, and what's the cost of being wrong?' Not 'Who should I trust?' but 'What processes can I trust, and how do I recognise when they're being manipulated?'

      Some of them found this approach liberating. They stopped trying to become experts in everything and started getting comfortable with uncertainty, provisional knowledge, and good-enough decisions based on incomplete information.

      Others found it terrifying. They wanted certainty, clear authorities, obvious answers. They wanted someone to be in charge who actually knew what they were talking about. They wanted the old system back, even though the old system had never actually provided the certainty they remembered.

      THE EXPERTISE OF LIVED EXPERIENCE

      Here's what traditional gatekeepers got wrong: they assumed that formal training was the only pathway to reliable knowledge. But some kinds of expertise can only be developed through direct experience, not academic study.

      The person who's managed bipolar disorder for twenty years knows things about mood regulation that aren't in any textbook. The parent who's raised three children with ADHD has insights about behavioural management that most child psychologists lack. The entrepreneur who's built and lost multiple businesses understands market dynamics that business school professors can only theorise about.

      The democratisation of expertise created space for these voices in ways that traditional gatekeeping never could. Suddenly, people with lived experience could share what they'd learned directly with others facing similar challenges, without requiring institutional approval or professional credentials.

      Some of the most useful advice I encountered during my own darkest periods came not from trained professionals but from other people who'd survived similar experiences and were willing to share what had actually worked for them, as opposed to what the clinical guidelines suggested should work.

      The problem was distinguishing between valuable experiential knowledge and dangerous oversimplification. Just because someone had overcome depression didn't mean their approach would work for everyone with depression. Just because someone had built a successful business didn't mean their strategies were replicable in different contexts.

      But traditional expertise had the same limitation—general principles derived from controlled studies often failed to apply to specific individuals in specific circumstances. The difference was that traditional experts acknowledged the limitation (sometimes), whilst experiential experts often didn't (usually).

      THE DEATH OF DEFERENCE

      What we're really witnessing is the death of deference—the end of the social agreement that some people's opinions matter more than others based on their credentials, training, or institutional position.

      This isn't entirely bad news. Deference systems were often corrupt, exclusionary, and more concerned with maintaining hierarchies than promoting truth. The old boys' networks that decided which research got funded, which ideas got published, and which voices got heard were hardly bastions of objective meritocracy.

      But deference systems did provide something valuable: they created incentives for expertise development and maintained quality standards that, whilst imperfect, were generally better than no standards at all.

      Without deference, every conversation becomes a negotiation. Every claim requires independent verification. Every decision becomes a personal research project. The cognitive overhead is enormous, and most people lack either the time, skills, or inclination to handle it effectively.

      So they delegate the verification process to whoever seems most confident, most charismatic, or most aligned with their existing beliefs. Which is how we end up with Uncle Rod's immunology lectures and the return of flat-earth societies in an age when any human being can access satellite imagery of the planet from their smartphone.

      WHAT REMAINS

      After the gatekeepers have fallen and everyone has become an expert in everything, what's left that you can actually rely on?

      Processes, not authorities. Track records, not credentials. Skin in the game, not theoretical knowledge. Intellectual humility, not confident certainty.

      The surgeon whose patients consistently survive complex operations. The therapist whose clients report lasting improvement. The financial advisor who's navigated multiple market crashes without losing client savings. The teacher whose students actually learn.

      These people might not have the most impressive credentials or the largest social media followings. They might not speak in sound bites or offer simple solutions to complex problems. But they have something increasingly rare: demonstrated competence under real-world conditions.

      The new expertise isn't about knowing everything. It's about knowing the limits of your knowledge, acknowledging uncertainty without paralysis, and making decisions based on incomplete information whilst remaining open to revision when new evidence emerges.

      It's about distinguishing between confidence and competence, between charisma and credibility, between viral reach and validity. It's about developing your own internal bullshit detector whilst remaining humble enough to recognise when it might be malfunctioning.

      Most importantly, it's about accepting that living in an age of democratised expertise means living with a level of uncertainty that previous generations never had to navigate. We can't go back to the old gatekeeping systems, even if we wanted to. They're gone, and mostly for good reasons.

      But we can develop better ways of navigating the new landscape. We can build communities of practice that maintain quality standards without excluding valuable voices. We can create verification processes that are transparent and accountable without being authoritarian. We can learn to hold multiple perspectives simultaneously without falling into relativistic paralysis.

      Or we can continue arguing about whether Uncle Rod really understands immunology whilst the world burns around us because we can't agree on basic facts about how fire works.

      Either way, the age of unquestioned expertise is over. What comes next depends on how quickly we can develop the skills necessary to navigate a world where everyone's an expert and nobody's in charge.

      The good news is that some of those skills are surprisingly learnable. The bad news is that most of us are trying to learn them whilst drowning in an ocean of information that's specifically designed to exploit our cognitive vulnerabilities.

      Which brings us to the rather urgent question of how our bullshit detectors went from reliable early-warning systems to confused, overwhelmed, occasionally drunk security guards who can barely tell the difference between actual threats and their own shadows.
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      There’s a particular kind of Tuesday morning that arrives without ceremony or warning, looking for all the world like any other Tuesday morning, except that by evening you’ll discover it was the day your entire epistemological framework quietly packed its bags and left without a forwarding address.

      Mine arrived with coffee, an algorithm, and what I would later recognise as the opening notes of a complete nervous system revolt.

      But I’m getting ahead of myself. The epistemic collapse and the psychological collapse were intimately related, like dance partners who’d been rehearsing this routine for months without telling me about the performance.

      WHEN THE BULLSHIT DETECTOR BECOMES THE BULLSHIT

      I was sitting in my flat in Đà Lạt, scrolling through YouTube with the idle attention of someone who’d trained himself to be professionally sceptical about information. The algorithm had served up a video titled something like ‘The REAL Truth About [Insert Controversial Topic]: What They Don’t Want You to Know.’

      You know the type. Breathless delivery. Confident assertions. Claims that would make a conspiracy theorist blush. The sort of content my bullshit detector should have dismissed faster than a telemarketer offering investment opportunities in underwater property development.

      Except.

      Three minutes in, the presenter cited a study I recognised. A legitimate study. From a reputable journal. With methodology that was sound and findings that were, in fact, exactly as described.

      Then they cited another one. Also real.

      Then a third. Real again.

      By minute seven, my internal alarm systems had gone quiet. The facts were checking out. The sources were legitimate. The presenter’s interpretation was... well, it was creative, certainly, but it wasn’t obviously wrong.

      For decades, I’d operated under the assumption that my job as a scientist was to get progressively better at detecting bullshit. Learn the red flags. Understand statistical manipulation. Recognise when someone’s building cathedrals of interpretation on foundations of quicksand.

      My bullshit detector had been my professional superpower. My epistemological Swiss Army knife. My intellectual immune system, calibrated through decades of peer review, graduate training, and the accumulated wisdom of the scientific method.

      And it was malfunctioning.

      That’s when I realised something that felt like intellectual whiplash: I couldn’t tell anymore.

      The video I was watching represented something new in the information ecosystem. Not propaganda exactly, not outright fabrication, but something more insidious: real data braided into interpretive frameworks that transformed truth into something I no longer recognised.

      Every fact was checkable. Every source was legitimate. Every methodological detail was accurately reported. But somewhere in the architecture of argument, reality had been quietly rearranged into configurations that felt fundamentally unfamiliar.

      It was like watching someone build a cathedral using authentic medieval stones but arranging them according to blueprints drawn by an enthusiastic toddler operating a wind tunnel. Technically correct in every detail, aesthetically baffling in its totality.

      And my usual diagnostic tools—the ones I’d refined through decades of peer review and academic training—were about as useful as a sundial in a submarine.

      THE MOMENT WHEN EVERYTHING STOPS MAKING SENSE

      What happened next was not an intellectual disagreement with content. It was my nervous system staging a workplace revolt.

      The first sign was my hands. They started shaking, not with the gentle tremor of too much caffeine, but with the specific shake that comes from systems failing in real time. Like watching a bridge develop stress fractures whilst you’re standing on it.

      Then my chest tightened, as if someone was slowly deflating my lungs with bureaucratic precision. The room began to feel smaller, as if the walls were taking quiet steps inward when I wasn’t looking.

      And then came the headache. Not the familiar throb of tension or dehydration, but a band tightening higher up, closer to the crown, like something cinching the skull from above. Modern headache tablets don’t touch that kind of pain because it’s not really a headache—it’s the nervous system’s way of saying ‘we’re shutting down non-essential services until further notice.’

      What followed was complete loss of agency over my own body.

      I’d been trained to help people through moments exactly like this. I knew the theory. Progressive muscle relaxation. Box breathing. Grounding techniques. The five-four-three-two-one method. Mindful observation of thoughts without judgement.

      None of it worked.

      Not ‘worked poorly’ or ‘needed more practice.’ Didn’t work at all. Like trying to fix a house fire with architectural theory or stop a cyclone with meteorological expertise.

      I found myself moving toward the bathroom, not because I’d made a conscious decision, but because my body was following protocols I’d never authorised. Basic biological functions failed in sequence. Bladder first. Then bowels. No fear, no panic—just the cellular knowledge that the system was powering down and that no amount of will, intelligence, or experience would reverse it.

      I cleaned myself up—something in me was still trying to maintain dignity, to protect Ms H from the evidence of my collapse when she came home. Then I made it to the bedroom, lay down horizontally, and disappeared.

      Not metaphorically. Not emotionally. Physically disappeared from my own life whilst my body continued to breathe.

      WHEN EXPERTISE MEETS ITS MATCH

      What followed was three days of something that no psychological training had prepared me for: being a breathing organism without a narrator inside it.

      I have no memory of most of those days. People later told me I was awake. That I spoke. That I recognised them. That I even played tennis and wrote a gushing restaurant review that sounded exactly like me on a good day.

      I don’t remember that man.

      There is something uniquely disturbing about discovering that your body can continue living without consulting the self you thought was essential. That you can be present, responsive, functional, and yet absent from your own life.

      But the worst came later, when some semblance of consciousness returned, and with it the absolute certainty that someone was coming to kill me.

      Not metaphorically. Not symbolically. Literally.

      I stayed under the covers because the covers were the last defensible position. Every sound outside the apartment became a footstep. Every footstep became intent. Every intent became a plan unfolding with military precision just beyond my field of view.

      In my professional capacity, I would have called this paranoid ideation. Acute stress response. Possibly PTSD. I would have recommended grounding techniques, reality testing, cognitive behavioural interventions.

      Instead, I was the man hiding under bedclothes, unable to move, unable to speak, convinced of imminent death with the same certainty I’d once reserved for peer-reviewed findings.

      My training had taught me to recognise these symptoms in others. It had not mentioned that when it’s your own nervous system doing the ideating, expertise becomes an interested observer rather than a useful participant.

      Decades of crisis intervention training proved about as useful as a chocolate teapot in a bushfire.

      THE HUMILIATION OF PROFESSIONAL INADEQUACY

      There’s a particular kind of embarrassment that comes with professional expertise failing exactly when you need it most.

      This wasn’t the embarrassment of making a mistake—that’s manageable, correctable, part of the learning process. This was the embarrassment of discovering that your entire professional identity might be an elaborate performance that falls apart the moment the script changes.

      I was a trained psychologist who couldn’t psychologise his way out of his own collapse. A crisis intervention specialist whose interventions worked fine on other people’s crises but seemed to have no effect whatsoever on his own.

      It was like being a swimming instructor who discovers they can’t swim when they’re the one in the water.

      The theoretical knowledge was all still there, sitting neatly in my head like a well-organised filing cabinet. I could explain what was happening to me. I could describe the neurobiological mechanisms. I could discuss trauma responses and nervous system dysregulation with academic precision.

      But I couldn’t stop it.

      Understanding became a spectator sport. I was watching my own nervous system dismantle my life with the detached fascination of someone observing an interesting case study, except the case study was me and the interesting part was devastating.

      The universe, it seemed, had developed a particularly dark sense of humour about competence.

      TWO COLLAPSES FOR THE PRICE OF ONE

      What made the experience doubly surreal was the realisation that I was having two complete breakdowns simultaneously: epistemological and psychological.

      The psychological breakdown was obvious. Nervous system failure. Dissociation. Paranoid ideation. The sort of thing you’d expect after prolonged stress and cumulative trauma finally exceeded the system’s capacity to cope.

      But the epistemological breakdown was more subtle and, in some ways, more disturbing.

      As I lay there under the covers, unable to trust my own perceptions about immediate physical safety, I realised I also couldn’t trust my perceptions about truth, knowledge, or evidence anymore.

      If my professional expertise was this useless when applied to my own life, what did that say about its usefulness when applied to anything else? If my bullshit detector could be this spectacularly wrong about the contents of a YouTube video, what else might it be wrong about?

      Climate change? Probably real, but how much of my confidence was based on actual understanding versus social pressure to hold the scientifically respectable position?

      Vaccine safety? Almost certainly established by decades of evidence, but then again, I wasn’t a virologist, so I was ultimately trusting other people’s expertise in exactly the same way my clients had been trusting mine.

      The effectiveness of psychological interventions I’d been using for years? Peer-reviewed and evidence-based, but peer review was conducted by people like me, who might all be operating under the same epistemological delusions.

      It was intellectual vertigo. Every time I reached for solid ground, it turned out to be more assumptions standing on other assumptions, all the way down.

      WHAT SAVED ME WASN’T KNOWLEDGE

      What eventually brought me back from that edge wasn’t insight, technique, or clever therapeutic intervention.

      It was presence.

      Ms H, my partner, who stayed close without asking anything of me. Who didn’t try to fix, explain, or optimise. Who simply maintained contact when I was unreachable, sending messages and checking in with the persistence of someone who understood that absence is interpreted as annihilation by a nervous system in that state.

      Ms Vy, the masseuse, whose hands brought the temperature down when my internal world had turned pitch black. Slow, gentle, non-intrusive touch without demand. Pressure without threat. When thought itself had collapsed into something hostile and jagged, her presence let the sun back in when my eyes could no longer see it.

      Not therapy. Not interventions. Not evidence-based protocols.

      Just human nervous systems saying to my nervous system: you are not alone, even when you are unreachable.

      That’s what regulation looks like when it’s delivered in human form instead of textbook form.

      THE QUIET GRIEF OF LOST CERTAINTY

      When I finally emerged from that collapse—partly present again, partly functional, mostly confused—I found myself grieving something I hadn’t known I’d lost.

      Not the dramatic grief of discovering you’ve been lied to—that at least provides the satisfaction of righteous anger and clear villains. This was the quiet grief of discovering that the whole category of ‘being lied to’ might not be sophisticated enough to capture what’s actually happening in our information ecosystem.

      What I was mourning was the loss of intellectual ground itself. The assumption that there was such a thing as neutral facts. The belief that expertise could be cleanly separated from ideology. The comforting fiction that rational people applying scientific methods would eventually converge on shared truths.

      I found myself grieving for the person I’d been before that Tuesday morning—someone who could watch a YouTube video and know, with reasonable confidence, whether it was bullshit or not. Someone who could trust his professional training to be useful in a crisis.

      That person had died whilst I was under the bedclothes, and I wasn’t sure who was going to replace him.

      The replacement turned out to be someone more cautious, more uncertain, and significantly less fun at dinner parties. Someone who started sentences with ‘I wonder if...’ instead of ‘Research clearly shows...’ Someone who’d learned the difference between confidence and competence, often the hard way.

      Someone who’d discovered that uncertainty might be the most honest position he’d held in decades..

      LIVING WITH A BROKEN EPISTEMIC IMMUNE SYSTEM

      What’s left when both your bullshit detector and your psychological training stop working isn’t intellectual chaos—it’s something stranger.

      It’s like living with a compromised immune system in an information environment that’s become progressively more toxic.

      Every piece of information requires individual evaluation instead of categorical processing. Every source demands scrutiny instead of heuristic assessment. Every claim needs to be treated as potentially contaminated, even when it comes from previously trusted institutions.

      And every personal crisis requires accepting that professional knowledge might be spectacularly inadequate when applied to your own life.

      It’s exhausting.

      And it’s lonely, because admitting epistemic uncertainty at sixty-seven years of age feels like professional suicide. The world expects experts to have opinions. Colleagues expect confidence. Students expect answers. Clients expect guidance.

      Nobody wants to hear ‘I don’t know anymore’ from someone with credentials.

      And absolutely nobody wants to hear ‘my professional training was useless when I needed it most’ from someone who makes his living providing professional training to others.

      THE NEW NORMAL

      But here’s what I learned from that Tuesday morning breakdown, from three days of blankness, from paranoid ideation that felt more real than reality, from watching my professional expertise evaporate when I needed it most:

      Uncertainty might be the most honest position I’d held in decades.

      Not uncertainty as intellectual cowardice or professional incompetence, but uncertainty as appropriate response to an information ecosystem that had become genuinely uncertain.

      The problem wasn’t that my bullshit detector had broken down. The problem was that bullshit itself had evolved beyond the detector’s specifications.

      Traditional misinformation was like traditional warfare—easy to recognise, easy to defend against. Bad methodology. Fake credentials. Claims that contradicted established evidence. Sources that evaporated under scrutiny.

      But what I encountered that Tuesday was information warfare. Real components assembled into epistemological weapons designed to confuse rather than convince. Truth deployed tactically rather than shared openly.

      My academic training had prepared me to identify counterfeit currency, not to navigate a world where someone had invented a perfectly legal alternative monetary system that used real ink, real paper, and real printing presses to produce something that technically qualified as money but somehow felt like Monopoly notes.

      And my psychological training had prepared me to help people through crises, not to navigate my own nervous system’s decision to interpret intellectual confusion as mortal threat.

      Neither failure was personal. Both were systemic. The tools I’d been given were excellent tools—for a world that no longer existed.

      THE QUESTIONS THAT REMAIN

      Which raises some rather urgent questions about what you do when the tools you’ve relied on for intellectual and emotional navigation stop pointing north.

      How do you evaluate information when information itself has been weaponised?

      How do you maintain professional confidence when your profession proved inadequate during your own crisis?

      How do you help others navigate uncertainty when you’re uncertain about uncertainty itself?

      And perhaps most urgently: how do you distinguish between healthy scepticism and the kind of permanent doubt that corrodes the nervous system from the inside?

      The answer, as I was about to discover, involves learning to live with micro-truths and macro-lies, accepting that the most dangerous information might be the kind that’s technically accurate in every verifiable detail, and finding new ways to orient in a world where the old compasses no longer point toward anything resembling true north.

      But first, I had to understand exactly how real facts get braided into false narratives, and why this particular form of information manipulation is so perfectly designed to short-circuit the trained scientific brain.

      Because once you’ve seen the cathedral built from authentic stones according to blueprints drawn by toddlers, you can never quite look at cathedrals the same way again.
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      There’s a particular kind of intellectual nausea that occurs when you discover that the conspiracy theorist you’ve been smugly dismissing has, tucked somewhere between the claims about lizard people and chemtrails, made a point that is both verifiable and genuinely troubling.

      It’s the academic equivalent of finding a perfectly good sandwich in a rubbish bin. You know it’s probably fine, but the context makes it impossible to enjoy.

      This isn’t the comfortable embarrassment of being wrong about something simple, like confusing Celsius with Fahrenheit or thinking Tasmania is a type of cheese. This is the specific horror of realising that your bullshit detector—that magnificently calibrated instrument you’ve spent forty years fine-tuning—has been turned into a weapon against you by people who understand exactly how it works.

      The most sophisticated lies of the 21st century don’t bother replacing truth with falsehood. That’s amateur hour. Instead, they embed falsehood within truth, like a virus that hijacks the host cell’s own machinery, or like putting poison in chocolate—technically accurate, demonstrably effective, and absobloodylutely devastating.

      This chapter is about why that technique works so beautifully on people like me, and why it represents the intellectual equivalent of bringing a knife to a gunfight, except someone has convinced you the knife is actually a very sophisticated gun.

      THE BEAUTIFUL SEDUCTION OF PARTIAL TRUTH

      I first encountered this phenomenon in 2019, when a colleague—let’s call her Dr. Sarah, partly because that was her name and partly because she deserves the dignity of not being called ‘that woman who forwarded me the dodgy vaccine paper’—sent me what appeared to be a meticulously researched document questioning certain aspects of vaccine safety.

      Dr. Sarah was not what you might call a ‘free-thinking maverick researcher.’ She was the sort of person who colour-coded her references and had never, in fifteen years of collaboration, forwarded me anything more controversial than a paper suggesting that perhaps we’d been slightly too confident about the effectiveness of a particular statistical technique.

      ‘I’m not saying vaccines don’t work,’ she said, with the careful precision of someone who’d clearly been practising this sentence. ‘But this paper raises some interesting questions about adverse event reporting systems that I hadn’t considered before.’

      The paper was a thing of beauty. It cited legitimate studies the way a master chef uses ingredients—with obvious skill and apparent respect for the craft. It acknowledged the overwhelming evidence for vaccine efficacy with the sort of magnanimous reasonableness that makes you feel sophisticated for reading it. It used statistical methods that would have made my undergraduate tutors weep with pride.

      And yet—and this is where the intellectual food poisoning begins—the cumulative effect was to suggest that mainstream medicine was systematically underestimating vaccine risks in ways that should make any rational person reconsider their position on vaccination policy. Rather like suggesting that whilst seat belts are generally effective, perhaps we should spend more time considering the risks of fabric abrasion.

      What made this particularly insidious was that the paper didn’t make any claims that were obviously false. It simply selected true facts the way a skilled barrister selects evidence—carefully, strategically, and with complete disregard for what the overall picture actually looked like. It was like a photograph taken with such careful lighting and precise framing that it technically showed exactly what was there whilst giving a fundamentally distorted impression of what the scene actually contained.

      Dr. Sarah’s response was entirely reasonable, which is precisely what made it so bloody terrifying. She had applied the same critical thinking skills that had served her magnificently in evaluating legitimate research, and those skills had led her to take the paper seriously. The problem was that those skills had been designed for an era when bad actors typically made obviously ridiculous claims that could be debunked by anyone with a functioning bullshit detector and access to Google.

      They weren’t designed for a world where the bad actors had PhDs, understood statistical analysis, and had learned to weaponise the verification process itself. It was rather like training for sword fighting and then discovering your opponent had brought a tank.

      HOW SMART PEOPLE GET FOOLED BY SMART LIES

      The traditional model of misinformation assumes that people believe false things because they lack the intellectual horsepower or moral fortitude to check facts properly. This model suggests that better education in critical thinking will solve the problem by teaching people to be more sceptical of unsupported claims, rather like suggesting that the solution to sophisticated financial fraud is teaching people to count their change more carefully.

      That model is now about as useful as a chocolate teapot in a bushfire.

      Modern misinformation often targets (with precision) the people with the strongest critical thinking skills, because those are the people most likely to check sources, verify citations, and look for supporting evidence. When they do that checking and find that the sources are legitimate and the citations are accurate, their confidence in the misleading conclusion increases rather than decreases. It’s like being robbed by someone who insists on providing receipts.

      I learned this the hard way when I spent an entire Saturday afternoon—which I will never get back, and which I mention specifically because losing a Saturday to intellectual fraud feels like a particularly personal violation—fact-checking a widely shared article about the economic impacts of renewable energy subsidies.

      The article made claims that seemed intuitively wrong to me, so I did what any properly trained scientist would do: I rolled up my sleeves, made a cup of coffee, and prepared to demonstrate my intellectual superiority by tracking down the original research papers it cited.

      The papers were real. Published in journals that I’d heard of and occasionally respected. The statistical analyses were competently executed in that particular style of academic competence that makes you feel slightly inadequate about your own methodology. The data was accurately reported with the sort of precision that suggests the authors had actually read their own spreadsheets.

      And yet—and this is where the afternoon began to feel like a very expensive practical joke—when I read the full papers rather than just the sections quoted in the article, it became clear that the authors’ actual conclusions were about as similar to the article’s interpretation as a bicycle is to a fish.

      The article had created a completely false narrative by choosing real facts that, when assembled in a particular sequence with sufficient confidence, told a story that none of the original researchers had ever intended to tell. It was like making a horror film by carefully editing footage from children’s birthday parties—technically accurate, completely misleading, and vaguely disturbing in ways you couldn’t quite put your finger on.

      This technique has the magnificently pretentious name ‘citationhacking’—which sounds like something that should require a computer science degree but actually just requires the moral flexibility to quote people saying things they didn’t mean. It’s devastatingly effective because it exploits the entirely reasonable assumption that when someone cites an academic paper, they haven’t completely made up what that paper says.

      Most people, even trained researchers, don’t have time to read every paper cited in every article they encounter. We rely on the social convention that citations are used honestly, rather like assuming that restaurant reviews actually describe the food rather than the reviewer’s financial relationship with the establishment. When that convention breaks down, the entire system of evidence-based reasoning becomes vulnerable to anyone willing to invest the time in finding citations that can be misleadingly quoted.

      Which, as it turns out, is rather a lot of people. Apparently, there’s quite a market for sophisticated intellectual dishonesty these days.

      THE CHERRY ORCHARD

      The modern information landscape contains an almost infinite number of data points on virtually any topic you care to investigate. This creates what researchers call the ‘cherry picking paradise’—a scholarly way of saying that if you look hard enough, you can find legitimate studies to support almost any position, including the position that cherry picking doesn’t exist.

      It’s rather like having a library so large that you could spend your entire life reading only books that support the idea that libraries are fundamentally unreliable, without ever technically reading anything false.

      Consider climate change, which has generated approximately seventeen billion research papers over several decades. (I may be slightly exaggerating the number, but only slightly—academic publishing on climate science has reached levels that would impress a particularly prolific Victorian novelist.) The overwhelming scientific consensus is that human activities are causing dangerous changes to the global climate system.

      But within that vast literature—and ‘vast’ here means ‘large enough to serve as a small continent’—there are individual papers that question specific aspects of climate models, that show natural variation in historical climate patterns, or that suggest uncertainty about particular feedback mechanisms.

      A skilled cherry picker can construct what appears to be a perfectly respectable scholarly argument against climate action by citing only those papers whilst studiously ignoring the other 99.7% of climate research. Each individual citation might be accurate, but the overall impression created is about as representative of climate science as a photograph of someone’s left nostril is representative of their entire face.

      This technique is particularly effective when targeting people with scientific training, because those people have been taught to respect peer-reviewed research the way other people respect traffic lights—automatically, consistently, and without much consideration for whether the system might occasionally be gamed by people with questionable intentions.

      I watched this happen to several colleagues during the COVID-19 pandemic, when the entire concept of ‘following the science’ became about as clear as the instructions for assembling Swedish furniture. Intelligent, methodologically sophisticated researchers began questioning mainstream public health recommendations not because they’d been exposed to obviously false information, but because they’d encountered carefully constructed arguments that cited real research whilst creating misleading impressions about the overall state of scientific evidence.

      The tragedy was that their scepticism was being driven by exactly the kind of evidence-based reasoning that had made them excellent researchers in the first place. They were doing their due diligence with the thoroughness of conscientious librarians. They were checking sources with the dedication of medieval monks copying manuscripts. The system had simply been gamed in ways that made due-diligence feel rather like using an umbrella in a bushfire—technically the right response, practically useless.

      WHEN EXPERTISE BECOMES A WEAPON

      Perhaps the most disturbing development in modern misinformation is the emergence of what might be called ‘credentialed contrarianism’—misleading arguments made by people with legitimate academic qualifications who understand exactly how to exploit the respect that those qualifications command, rather like pickpockets who dress as police officers.

      These aren’t your garden-variety cranks shouting about government mind control from park benches. These are people with PhDs from institutions you’ve heard of, publication records that would make your mother proud, and teaching positions at universities that have actual buildings rather than just websites. When they make claims that contradict mainstream scientific consensus, those claims carry the sort of weight and credibility that similar arguments from unqualified sources would never achieve.

      The problem—and this is where the cosmic joke really begins to reveal itself—is that expertise in one domain doesn’t necessarily transfer to others, despite what the experts themselves might believe. Academic training doesn’t immunise people against motivated reasoning any more than medical training immunises doctors against believing they’re excellent drivers.

      A biochemist might be genuinely brilliant at understanding protein folding whilst holding ideas about climate science that would embarrass a reasonably well-informed teenager. An epidemiologist might understand disease transmission with the precision of a Swiss watchmaker whilst being susceptible to economic conspiracy theories that involve considerably more imagination than evidence.

      When such people make public statements outside their areas of genuine expertise, they often carry their academic credibility with them like a very expensive handbag—impressive to look at, but not necessarily appropriate for every occasion.

      I experienced this firsthand during a conference presentation where a distinguished physicist—and I use ‘distinguished’ in the sense that he had actual awards rather than just strong opinions—argued that certain psychological interventions were ineffective based on his analysis of the published literature.

      His analysis was methodologically sophisticated in the way that only comes from years of training in rigorous thinking. His conclusions were presented with the sort of confident authority that had presumably served him well when discussing actual physics. His PowerPoint slides were formatted with a precision that suggested deep respect for the scientific method.

      The problem was that he’d misunderstood several fundamental concepts in psychology research and had applied analytical approaches that were perfectly appropriate for physics but about as suitable for psychological data as using a telescope to examine bacteria. His conclusions were wrong in ways that would have been immediately obvious to anyone with a basic understanding of psychology research, but invisible to anyone who didn’t.

      Most people in the audience weren’t qualified to evaluate his psychological claims, but they could see that he was clearly someone who knew how to think systematically about complex problems. They reasonably assumed that someone who could do good work in physics would also do good work in psychology, not recognising that intellectual skills can be surprisingly domain-specific.

      This creates a particularly insidious form of misinformation where false claims are made by people who genuinely should know better, lending those claims a credibility they don’t deserve whilst making them nearly impossible for non-experts to evaluate. It’s rather like being sold a used car by someone who really is an excellent mechanic, just not for that particular type of engine.

      THE REPLICATION CRISIS AS A GIFT TO BAD ACTORS

      One of the most significant developments in scientific practice over the past two decades has been growing awareness of the ‘replication crisis’—the rather embarrassing recognition that many published research findings cannot be reproduced when independent researchers attempt to replicate the original studies. It’s a bit like discovering that half the recipes in your favourite cookbook produce something that technically qualifies as food but bears no resemblance to the picture on the page.

      This discovery has led to important improvements in research methods, greater emphasis on pre-registration of studies, and more rigorous statistical practices. It’s been a genuinely positive development for the reliability of scientific knowledge, rather like finally admitting that your car needs a service and then actually doing something about it.

      But—and there’s always a ‘but’ in these stories, isn’t there?—it’s also been weaponised by people who want to undermine scientific authority for reasons that have less to do with methodological rigour and more to do with what the science is inconveniently suggesting about their preferred lifestyle choices or business models.

      The existence of the replication crisis has given bad actors a rhetorical tool so powerful it practically comes with its own instruction manual. They can point to legitimate concerns about research reliability to justify dismissing any scientific findings that are inconvenient for their preferred conclusions, rather like using the fact that some restaurants occasionally serve bad food to argue that nutrition science is fundamentally unreliable and therefore we should live entirely on chocolate.

      This technique is particularly effective when applied to politically controversial topics like climate change, vaccine safety, or the effectiveness of social interventions. Bad actors can point to genuine methodological limitations in individual studies to suggest that the entire scientific consensus on these topics is about as reliable as weather forecasting, except with more graphs and fewer accurate predictions.

      What makes this especially frustrating for working scientists—and I suspect most of us have experienced this particular form of intellectual mugging—is that the criticism often contains elements of genuine truth. Individual studies do have methodological limitations. Some findings don’t replicate. Statistical practices could often be improved. These are all legitimate points that deserve serious consideration by anyone who cares about getting things right.

      But when those legitimate points are used to dismiss entire fields of research or to suggest that scientific consensus is about as meaningful as a horoscope, they become tools of obfuscation rather than instruments of genuine scientific progress. It’s like using the fact that some doctors make mistakes to argue that we should abandon evidence-based medicine in favour of whatever feels right at the moment.

      I watched this happen during a public debate about mental health treatment, where an opponent of evidence-based psychotherapy spent the better part of twenty minutes cataloguing legitimate methodological concerns about randomised controlled trials whilst using those concerns to argue that we should abandon empirical approaches to mental health treatment entirely. It was masterfully executed intellectual jujitsu—using the strength of scientific self-criticism against science itself.

      Each individual point he made was technically correct in the way that makes you feel slightly guilty for disagreeing. Randomised controlled trials do have limitations. Effect sizes in psychology are often smaller than we might hope. Publication bias is a real problem that deserves serious attention. Statistical power is frequently inadequate in ways that would disappoint your undergraduate statistics tutor.

      But his conclusion—that we should therefore rely on approaches that hadn’t been tested at all rather than approaches that had been imperfectly tested—didn’t follow from his premises any more than ‘this umbrella has holes in it’ leads logically to ‘therefore we should stand in the rain naked.’ He was using legitimate scientific criticism to justify fundamentally unscientific practices, knowing that most people in the audience wouldn’t spot the logical sleight of hand.

      THE NUMBING EFFECT OF COMPLEXITY

      One of the most psychologically damaging aspects of modern misinformation is its sheer complexity, which creates something that feels rather like trying to fact-check the entire works of Shakespeare whilst someone keeps adding new plays to the collection.

      When false narratives are constructed using real data, evaluating those narratives requires considerably more cognitive effort than simply checking whether someone has claimed that the Earth is flat or that birds aren’t real. To properly evaluate a citationhacked argument, you need to read multiple research papers, understand methodological details that would challenge a graduate student, recognise when studies are being quoted out of context, and synthesise evidence across domains of expertise that most people didn’t even know existed.

      Most people, including most experts, don’t have time to do this for every argument they encounter. We all have day jobs, and most of those jobs don’t involve spending eight hours tracking down the original sources for every interesting claim we read on the internet, more’s the pity.

      This creates what psychologists call ‘verification fatigue’—a magnificently clinical term for the exhaustion that comes from constantly trying to check the accuracy of complex claims. It’s rather like being asked to authenticate every piece of art in a very large museum whilst simultaneously being told that some unknown number of the pieces are forgeries of varying sophistication.

      Eventually, people give up trying to verify everything and fall back on mental shortcuts: trusting sources that seem credible, believing arguments that sound plausible, accepting conclusions that fit comfortably with their existing beliefs. It’s perfectly rational behaviour that leads to perfectly irrational outcomes.

      The tragedy is that this fatigue affects precisely the people who initially tried hardest to be rigorous about evidence evaluation. They start out with the noble intention of fact-checking everything, discover that proper fact-checking requires more time than exists in a normal human lifespan, and eventually develop the sort of learned helplessness about distinguishing truth from falsehood that would impress a philosophy undergraduate.

      I’ve felt this exhaustion myself, and I suspect I’m not alone in this particular form of intellectual defeat. There have been periods where I’ve encountered so many arguments that required hours of investigation to properly evaluate that I’ve simply stopped trying to evaluate them at all. The cognitive cost of being properly sceptical had become prohibitively expensive, rather like shopping for groceries by personally visiting each farm to verify the quality of the produce.

      This is exactly what sophisticated misinformation is designed to achieve: not to convince you of any particular falsehood, but to exhaust your capacity for truth-seeking until you either accept whatever narrative requires the least mental effort or withdraw from engagement with factual questions altogether. It’s weaponised intellectual exhaustion, and it works depressingly well.

      WHEN THE SCIENTIFIC BRAIN SHORTS OUT

      There’s a particular moment that I suspect many scientists have experienced over the past decade but rarely discuss at dinner parties: the moment when you realise that your training in evidence evaluation, which once felt like an intellectual superpower, has begun to feel rather like showing up to a gunfight with a very sophisticated abacus.

      That moment arrived for me in 2021, during what I now think of as the Great Confusion, when I was trying to evaluate conflicting claims about the effectiveness of different public health interventions during the COVID-19 pandemic. I had access to hundreds of research papers, multiple systematic reviews, and analyses by researchers whose previous work I’d respected enough to cite in my own written output.

      And yet—and this is where the story becomes less amusing and more existentially troubling—I found myself genuinely uncertain about questions that should have had clear empirical answers. Not because the research didn’t exist, but because different groups of competent researchers were looking at the same data and reaching conclusions that were about as compatible with each other as vegetarianism and barbecue competitions.

      What made this particularly disorienting was that I could understand the technical arguments being made by all sides. These weren’t obvious cranks making claims that could be dismissed with a quick Google search. These were researchers with impressive publication records pointing to legitimate methodological concerns whilst reaching conclusions that were fundamentally incompatible with each other, rather like watching a room full of expert mechanics disagree about whether a car engine was running or had been completely disassembled.

      The tools I’d been taught to use for evaluating competing claims—check the credentials of the researchers, examine the methodology, look for peer review, consider the reputation of the journals—weren’t sufficient when credentialed researchers publishing in respected journals were making contradictory claims whilst pointing to genuine flaws in each other’s methods. It was like trying to referee a football match where both teams were playing by different but equally legitimate sets of rules.

      This wasn’t a failure of my training, exactly. It was a recognition that the information environment had become so complex and politicised that traditional methods of evidence evaluation were no longer adequate for many of the questions that mattered most. Rather like discovering that your reliable old paper map is perfectly accurate but the landscape has been completely rearranged whilst you weren’t paying attention.

      I suspect this experience is more common than most scientists are willing to admit, partly because admitting uncertainty about your ability to evaluate evidence feels rather like a doctor admitting uncertainty about whether patients are actually sick. We’ve been trained to project confidence in our analytical abilities, but that confidence was developed in a world where misinformation was typically crude and easily debunked by anyone with a functioning brain and access to a decent library.

      Many of us are struggling to adapt to an environment where misinformation has become sophisticated enough to fool the very detection systems we’ve spent our careers developing. It’s humbling in ways that university never prepared us for, and considerably more emotionally challenging than most academic training programmes led us to expect.

      THE EMOTIONAL ARCHAEOLOGY OF DOUBT

      What nobody prepared me for—and I suspect this is true for most people who’ve spent their adult lives believing that rational analysis would eventually sort everything out—was how this epistemic uncertainty would feel in my actual human body, as opposed to my theoretical academic brain.

      The confidence that came with decades of scientific training wasn’t just intellectual—it was embodied in the way that makes you walk differently when you know where you’re going. There was a physical sensation that accompanied the recognition of dodgy research, a kind of intellectual immune response that helped me identify arguments that weren’t worth taking seriously, rather like the way you can sometimes smell that food has gone off before you consciously realise what’s wrong.

      When that system began to malfunction—when I started encountering arguments that triggered both my ‘this seems wrong’ sensors and my ‘this cites legitimate research’ sensors simultaneously—the cognitive dissonance created a physical discomfort that I hadn’t anticipated. It was rather like trying to listen to music that’s slightly out of tune but not quite wrong enough to stop listening.

      It felt like trying to focus on one of those optical illusions where the same image can be seen as two completely different objects depending on how you look at it, except that instead of being a clever party trick, this particular illusion involved questions about public health policy that affected millions of people. There was a nauseating quality to holding contradictory evidence in mind without being able to resolve the contradiction through additional investigation.

      I began to understand why some of my colleagues had responded to epistemic uncertainty by retreating into ideological certainty, rather like passengers on a turbulent flight who decide that the best response is to grab the controls and fly the plane themselves. The psychological cost of permanent doubt is genuinely difficult to bear, particularly when you’ve spent your career believing that more evidence would eventually clarify difficult questions.

      It’s much more comfortable to pick a side and dismiss contradictory evidence than to hold multiple possibilities in mind whilst acknowledging that you don’t know which one is correct. Certainty feels better in your nervous system than uncertainty, even when that certainty is purchased at the cost of intellectual honesty.

      But ideological certainty, whilst psychologically comforting, represents a different kind of defeat. It means accepting that the tools of rational inquiry are inadequate for navigating modern complexity, and retreating into tribal epistemology where truth is determined by loyalty rather than evidence. It’s trading your intellectual independence for the comfort of group membership, which feels rather like selling your car because you’re tired of maintenance.

      I wasn’t willing to make that particular retreat, but I also couldn’t pretend that my old methods of evidence evaluation were working reliably. I was stuck in an uncomfortable middle space where I could no longer trust my training but hadn’t yet developed alternative approaches for navigating epistemic complexity. It was rather like being stranded between train stations with no clear schedule for the next service.

      THE LONELINESS OF SOPHISTICATED DOUBT

      Perhaps the most isolating aspect of this experience was discovering how few people wanted to discuss it openly, rather like finding yourself at a party where everyone is pretending not to notice that the house is on fire.

      Colleagues who shared my concerns about the reliability of evidence evaluation were often reluctant to voice those concerns publicly, worried that acknowledging uncertainty about their ability to distinguish truth from falsehood would undermine their professional credibility. And to be fair, in a world where academic reputation depends on projecting confidence in your analytical abilities, admitting that you can no longer reliably tell sophisticated lies from complicated truths is rather like a chef admitting that they can no longer distinguish salt from sugar by taste.

      Colleagues who didn’t share those concerns often seemed to view them as evidence of overthinking or intellectual weakness. ‘Just follow the consensus,’ they would say, with the sort of breezy confidence that suggests they’d never encountered a situation where expert consensus was genuinely unclear. Or ‘Trust the experts,’ as if the problem were simply that I wasn’t deferential enough to authority rather than that authority itself had become difficult to navigate in ways that would challenge a particularly sophisticated GPS system.

      The general public, when I tried to discuss these issues, often interpreted expressions of uncertainty as secret support for conspiracy theories. Any acknowledgment that expert consensus could sometimes be wrong or that legitimate questions could be raised about established scientific claims was heard as an endorsement of anti-scientific positions, rather like mentioning that weather forecasts are sometimes inaccurate and being accused of denying the existence of meteorology.

      This left me in a peculiar social position that I wouldn’t recommend to anyone: too uncertain for the certainty-seekers, too evidence-focused for the conspiracy theorists, too willing to acknowledge complexity for people who wanted simple answers to complicated questions. It was rather like being a vegetarian at a barbecue convention—not necessarily wrong, but definitely in the wrong place.

      The loneliness was compounded by a growing awareness that this wasn’t a problem that could be solved by trying harder or learning more, which is typically how academics respond to intellectual challenges. The issue wasn’t that I lacked information or analytical skills, the issue was that the information environment itself had become systematically unreliable in ways that made traditional approaches to evidence evaluation about as useful as a map of a city that’s been completely rebuilt since the map was drawn.

      I needed new tools for navigating epistemic complexity, but those tools didn’t exist yet, and nobody seemed particularly interested in developing them. I was trying to solve 21st-century information problems with 20th-century thinking technologies, and the mismatch was creating a kind of cognitive vertigo that nobody seemed to want to acknowledge, let alone address. It was rather like needing a bicycle repair manual and discovering that all the available books were about horse care—technically about transportation, practically useless.

      WHY THIS MATTERS BEYOND ACADEMIA

      The techniques I’ve been describing aren’t confined to academic debates about obscure research questions that interest approximately seventeen people worldwide. They’re being used to shape public opinion on issues that affect millions of people: health policy, climate action, economic regulation, social programmes, educational practices. All the things that actually matter when you step outside the comfortable bubble of theoretical intellectual discussion.

      When sophisticated misinformation techniques are applied to these domains, the consequences extend far beyond the sort of intellectual confusion that keeps philosophy undergraduates awake at night. People make medical decisions based on misleading interpretations of legitimate research. Voters support policies based on cherry-picked economic data that’s been assembled with the care and attention to context of a toddler making a sandwich. Parents make educational choices based on citationhacked studies about child development that would make the original researchers weep into their morning coffee.

      The tragedy is that these decisions are often made by intelligent, well-intentioned people who are genuinely trying to base their choices on reliable evidence. They’re not ignoring science—they’re being systematically misled by arguments that exploit their respect for scientific authority, rather like being pickpocketed by someone wearing a police uniform who insists on showing you their badge whilst going through your wallet.

      This represents a qualitatively different challenge from traditional misinformation campaigns. When obviously false claims are widely believed, the solution is relatively straightforward: better education in basic critical thinking skills, improved media literacy, perhaps some gentle mocking of people who believe that vaccines contain microchips. When sophisticated lies are disguised as legitimate research, the solution is considerably more complex than teaching people to check their sources.

      We need new forms of what might be called ‘meta-literacy’—skills that help people evaluate not just individual claims but the construction of arguments from multiple claims. We need social technologies that make citationhacking more difficult and more visible when it occurs, rather like having a fire alarm that can distinguish between actual fires and someone burning toast. We need institutional responses that acknowledge the limitations of traditional peer review whilst developing alternative approaches to quality control that don’t require everyone to become an expert in everything.

      Most importantly, we need to develop better ways of living with epistemic uncertainty without retreating into either cynical nihilism (‘nothing can be known, so why bother trying?’) or defensive fundamentalism (‘my preferred sources are always right and anyone who disagrees is evil’). The challenges aren’t going away, but our responses to them are still evolving in ways that occasionally give me hope.

      THE PATH THROUGH THE LABYRINTH

      I wish I could conclude this chapter with a definitive solution to the problems I’ve described—perhaps a brilliant new methodology that restores the reliability of evidence evaluation, or a set of techniques that makes sophisticated misinformation as easy to spot as someone claiming that gravity is optional on Tuesdays.

      I don’t have that solution, which is disappointing but not particularly surprising. What I have instead is a growing appreciation for approaches that acknowledge complexity without surrendering to it, rather like learning to dance in a crowded room without stepping on everyone’s feet.

      This means learning to hold provisional conclusions whilst remaining open to revision—a skill that feels rather like juggling whilst riding a bicycle, but which turns out to be considerably more useful than clinging to certainty in situations where certainty isn’t actually available. It means developing comfort with statements like ‘the current evidence suggests’ rather than ‘the science proves,’ even though the latter sounds much more authoritative at dinner parties.

      It means recognising that uncertainty is often the most honest response to complex questions, even when uncertainty makes people uncomfortable in ways that would impress a particularly anxious philosophy student. We’ve been trained to think that admitting uncertainty is a sign of intellectual weakness, but it might actually be a sign of intellectual maturity in a world that’s become too complex for simple certainties.

      It means developing new social practices around evidence sharing that make citationhacking more difficult and more obvious when it occurs. Encouraging people to link to original sources rather than summaries of summaries of interpretations. Creating cultural norms that reward acknowledgments of uncertainty rather than punishing them. Building institutional structures that can function effectively even when expert consensus is contested or unclear, rather like designing buildings that remain standing even during earthquakes.

      Most importantly, it means recognising that the goal isn’t to restore some golden age of epistemic certainty that probably never existed anyway. The goal is to develop better ways of navigating epistemic complexity whilst maintaining our commitment to reason, evidence, and good-faith inquiry—even when those commitments feel rather like trying to navigate by the stars whilst someone keeps rearranging the constellations.

      This is necessarily a collective endeavour, which is both reassuring and terrifying. No individual can solve these problems through better personal critical thinking practices, any more than one person can single-handedly fix climate change by using energy-efficient lightbulbs. We need new social technologies, new institutional arrangements, and new cultural norms that are designed for the information environment we actually inhabit rather than the one we wish we still had.

      But that collective response begins with individuals who are willing to acknowledge the limitations of their existing approaches whilst refusing to abandon the project of evidence-based reasoning entirely. It begins with the recognition that epistemic humility might be the most important intellectual virtue for navigating 21st-century complexity, even though humility has never been particularly fashionable among people with advanced degrees.

      Shortly we will explore what happens when this systematic undermining of evidence evaluation meets the final challenge: artificial intelligence that can produce human-quality reasoning about any topic whilst being fundamentally incapable of knowing anything at all. If citationhacking represents the weaponisation of legitimate research, AI represents the automation of plausible reasoning divorced from any connection to reality.

      If real data embedded in false narratives can short-circuit the trained scientific brain, what happens when the narratives themselves become indistinguishable from human thought? What happens when artificial intelligence can generate arguments that feel intuitively right whilst being potentially entirely wrong?

      That’s where the collapse of knowledge reaches its logical conclusion, and where the real work of intellectual reconstruction must begin. It’s also where the story becomes genuinely interesting, rather than just professionally terrifying.
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            The exhaustion of permanent scepticism

          

        

      

    

    
      There’s a moment, somewhere around month six of questioning everything, when your brain starts making a sound like an old Holden trying to turn over on a Canberra winter morning.

      A grinding, whimpering protest that says: ‘Mate, I wasn’t built for this.’

      I reached that moment sometime during my third consecutive hour of fact-checking a news article about butterfly migration patterns. Not because I particularly cared about butterflies. Not because the information was obviously dodgy. But because I’d lost the ability to simply accept anything without first running it through my internal verification system.

      Which had become about as reliable as a chocolate teapot.

      This chapter is about what happens when healthy scepticism becomes pathological hypervigilance. When the reasonable response to an unreasonable information ecosystem turns into a nervous system that can’t rest. When the psychological defence mechanism designed to protect you from misinformation starts attacking your capacity to believe anything at all.

      Including, eventually, yourself.

      THE COGNITIVE AUDIT THAT NEVER ENDS

      Picture this: You’re reading a perfectly innocent article about the health benefits of walking. Simple, right? The sort of information that shouldn’t trigger an existential crisis in any reasonable adult.

      But your brain, now trained in the fine art of informational paranoia, immediately starts asking questions.

      Who funded this study? What’s their methodology? Are they selling walking shoes? Is this part of some broader narrative about individual responsibility for health outcomes that conveniently ignores systemic barriers to exercise? Are they cherry-picking data? What about the studies that show walking doesn’t help? Do those studies exist? Who funded those studies?

      Fifteen minutes later, you’re down a research rabbit hole questioning the entire edifice of epidemiological studies, the peer review process, and possibly the fundamental nature of evidence itself.

      All because someone said walking is good for you.

      This is what happens when your bullshit radar gets stuck on maximum sensitivity. Every piece of information becomes a potential threat. Every claim requires a full forensic investigation. Every fact needs its pedigree verified back three generations.

      Your cognitive resources, which were designed to occasionally screen for danger, are now running full-time security sweeps on information that used to slide past without comment. The mental equivalent of making every grocery store checkout require a full cavity search.

      Exhausting doesn’t begin to cover it.

      THE LONELINESS OF NOT KNOWING WHAT TO BELIEVE

      Here’s something no one mentions in the critical thinking textbooks: extreme scepticism is socially isolating.

      When you can’t take anything at face value, normal conversation becomes a minefield. Your friends share articles on social media. Your family forwards emails with health tips. Your colleagues mention something they heard on the radio.

      And there you are, the person who now needs to fact-check the weather forecast before trusting it, watching everyone else navigate the world with what appears to be blissful certainty.

      You have two choices. You can nod and smile whilst internally screaming about their epistemic recklessness. Or you can become that person—the one who responds to every shared article with ‘Actually, if you look at the methodology...’

      Neither option leads to fulfilling social relationships.

      The first path turns you into a fraud, smiling and nodding whilst your internal fact-checker writes scathing reviews of every conversation. The second path turns you into an insufferable pedant who sucks the joy out of every casual exchange.

      People start avoiding you. Not because you’re wrong—often you’re absolutely right about the dodgy sourcing or questionable claims. But because no one wants to have their morning coffee ruined by a detailed explanation of why that heartwarming story about dolphins saving surfers probably originated from a satirical website in 2003.

      So you learn to keep your scepticism internal. To smile and nod and file away another example of how easily people believe things. To feel like the only sober person at a party where everyone else is drunk on certainty.

      And that’s when the real isolation sets in. Because you’re not just separated from other people’s beliefs—you’re separated from the comfort that comes with believing anything without constantly auditing it first.

      WHEN DOUBT BECOMES THE ONLY CERTAINTY

      The human brain wasn’t designed for perpetual uncertainty. We’re pattern-seeking creatures who need some baseline assumptions to function. We need to be able to trust that the ground is solid, that our morning coffee isn’t poisoned, that the people we love generally mean what they say.

      But when your information environment becomes untrustworthy, those baseline assumptions start crumbling. First you question the news. Then you question the experts. Then you question the questioners. Eventually, you start questioning your own capacity to question.

      This is where epistemic vertigo becomes genuinely dangerous. Not just intellectually uncomfortable, but psychologically destabilising in ways that seep into everything.

      You start second-guessing decisions you’d normally make without thinking. Is this restaurant actually clean, or am I just trusting the health rating system? Is my doctor giving me good advice, or are they unconsciously biased by pharmaceutical marketing? Is my partner being honest about where they went tonight, or am I projecting my general loss of trust onto the one relationship that probably deserves it least?

      The doubt metastasises. Spreads beyond information into lived experience. Beyond ideas into relationships. Beyond thinking into being.

      And somewhere in that spiral, you realise that radical scepticism has become its own form of fundamentalism. Instead of believing everything, you’re now committed to believing nothing. Which is not actually wisdom—it’s just fundamentalism with a university education and a subscription to peer-reviewed journals.

      THE PHYSICAL PRICE OF MENTAL VIGILANCE

      Let me tell you what six months of hypervigilant fact-checking does to a body that used to be able to read the news without requiring a post-meal antacid.

      Your shoulders live permanently somewhere near your earlobes. Your jaw aches from grinding teeth during what used to be relaxing activities like reading or watching documentaries. Your sleep becomes fitful because your brain won’t stop auditing the information you consumed during the day.

      You develop what I call ‘verification insomnia’—lying awake at 2am mentally reviewing whether that thing you read about climate change was from a legitimate scientific publication or a cleverly disguised opinion piece funded by people with vested interests in maintaining uncertainty.

      Your nervous system, which evolved to scan for immediate physical threats like predators and falling trees, is now tasked with constantly evaluating abstract informational threats like motivated reasoning and methodological bias. It’s like asking a smoke detector to also function as a carbon monoxide detector, a burglar alarm, and a wine critic. Eventually, it just starts going off randomly.

      The constant low-level anxiety becomes your new normal. Not the acute anxiety that comes with obvious danger, but the grinding, persistent anxiety that comes with never quite knowing what’s real. Like living in a house where the foundation might be shifting, but you can’t tell if the cracks are getting worse or if you’re just noticing them more.

      And then you start getting anxious about being anxious. Worried that your hypervigilance is making you paranoid. Concerned that your legitimate scepticism is becoming illegitimate cynicism. Meta-anxiety about whether your mental state is compromising your ability to think clearly about whether your mental state is compromising your ability to think clearly.

      It’s recursive psychological hell with footnotes.

      THE EXPERTISE PARADOX

      Here’s the cruel joke at the heart of this whole mess: the more you know about how knowledge works, the less confident you become about what you actually know.

      When I was a confident undergraduate, I trusted peer review because I didn’t understand its limitations. I trusted statistical analysis because I hadn’t yet seen how easily data can be tortured into confessing whatever you want to hear. I trusted expert consensus because I hadn’t spent decades watching experts be comprehensively wrong about things they were supposedly expert in.

      Ignorance, it turns out, is not just bliss—it’s epistemically efficient. When you don’t know how the sausage is made, you can eat it without queasy reflection on the industrial processes involved.

      But once you’ve seen behind the curtain of knowledge production—once you understand how research gets funded, how papers get published, how media decides what counts as news, how algorithms determine what information reaches your eyeballs—you can’t unsee it.

      And the more you understand these systems, the more you realise how contingent and fragile and susceptible to manipulation they all are. Which should make you a better critical thinker. Instead, it often just makes you a more anxious one.

      Because now you know enough to spot problems everywhere, but not enough to solve them. You can see the flaws in every study, but you still need the studies to make sense of the world. You can identify the biases in every news source, but you still need some source of information about what’s happening beyond your immediate experience.

      It’s like becoming a food safety inspector and then trying to enjoy a meal out. Technically, you’re much better equipped to assess whether the restaurant is following proper protocols. Practically, you’re going to spend the entire meal wondering about hand-washing procedures in the kitchen and whether that slightly warm temperature for the chicken means you’re about to get food poisoning.

      Knowledge becomes a burden disguised as a gift.

      THE EROSION OF INTELLECTUAL PLEASURE

      One of the less obvious casualties of epistemic hypervigilance is curiosity itself.

      Reading used to be a pleasure. Learning new things used to feel like exploration. Encountering surprising information used to generate excitement rather than immediate suspicion.

      But when every piece of information needs to be vetted before it can be trusted, the joy leaks out of discovery. Instead of thinking ‘How fascinating!’, your first response becomes ‘Says who?’ Instead of following interesting ideas down rabbit holes, you spend your time excavating the foundations to make sure the rabbit hole isn’t actually a carefully constructed tunnel designed to lead you somewhere you don’t want to go.

      Wonder becomes work. Investigation becomes interrogation. Learning becomes a defensive activity rather than an expansive one.

      I used to love reading about subjects I knew nothing about. Psychology research that contradicted my assumptions. Historical events I’d never heard of. Scientific discoveries that rearranged my understanding of how the world worked.

      Now, when I encounter something that challenges my existing beliefs, my first emotion isn’t curiosity—it’s wariness. Not ‘What if this is true?’ but ‘Why are they trying to convince me of this?’

      The intellectual immune system that was supposed to protect me from misinformation had become so aggressive that it was attacking legitimate information too. Like an autoimmune disorder, but for ideas.

      And slowly, quietly, the world became less interesting. Because when you can’t trust your curiosity, and you can’t trust your sources, and you can’t trust your own judgment about what deserves your attention, you start pulling back from engagement altogether.

      Better to know nothing for certain than to risk knowing something falsely.

      Which is, of course, its own kind of certainty. And its own kind of trap.

      THE SOCIAL COST OF STANDING APART

      There’s a reason most people don’t question everything all the time. It’s not because they’re stupid or naive or insufficiently educated. It’s because questioning everything all the time is incompatible with having a life.

      Social bonds are built on shared assumptions. Communities form around common beliefs. Relationships require a certain level of mutual trust in each other’s perceptions and judgments.

      When you become the person who can’t take anything for granted, you inadvertently position yourself outside these natural human networks. Not by choice, exactly, but by consequence. Because it’s very hard to bond with people whose basic approach to information feels fundamentally foreign to your own.

      You watch friends share news articles with complete confidence. You see family members forward health advice without feeling compelled to verify every claim. You observe colleagues making decisions based on expert recommendations without first conducting their own meta-analysis of the underlying research.

      And part of you envies them. Not their ignorance—many of them are perfectly intelligent—but their ease. Their ability to read something, think ‘That sounds reasonable,’ and move on with their day.

      Meanwhile, you’re spending three hours researching the methodology behind a study about whether eating breakfast is actually important, cross-referencing funding sources, and reading criticism from other researchers before you feel qualified to have an opinion about whether you should eat something before 10am.

      It’s thorough. It’s careful. It’s intellectually responsible.

      It’s also completely fucking exhausting.

      And after a while, you start to understand why most people choose a different approach. Not because they don’t value truth, but because they value being able to function more than they value perfect epistemological hygiene.

      They’ve made a pragmatic decision to trust some sources, accept some uncertainty, and get on with living. Which means they get to have conversations that aren’t fact-checking expeditions. They get to enjoy learning things without auditing the learning process. They get to participate in shared cultural experiences without constant meta-analysis.

      They get to belong.

      THE RECOGNITION

      Somewhere around month eight of my epistemic vigilance experiment, I had what can only be described as a moment of clarity that was simultaneously devastating and liberating.

      I was sitting in a cafe in Đà Lạt, reading three different fact-checking websites to verify a claim about coffee production in Vietnam, when I suddenly heard myself thinking: ‘Jesus Christ, Lee. You’re fact-checking your morning beverage.’

      And in that moment, I realised what I’d become. Not a more careful thinker. Not a more discerning reader. Not a more intellectually honest person.

      I’d become a person who couldn’t drink coffee without conducting a literature review.

      That’s when it hit me: I wasn’t practising healthy scepticism anymore. I was practising a form of intellectual bulimia—consuming information obsessively and then purging it through compulsive verification rituals that left me emptier than when I started.

      The cure had become worse than the disease. My response to living in an age of misinformation had been to make myself incapable of accepting any information without exhaustive vetting. Which meant I was spending more time verifying things than actually knowing them.

      I’d turned myself into a full-time fact-checker of my own experience. Which is not actually a life—it’s a very elaborate form of paralysis disguised as rigorous thinking.

      And that’s when I began to understand that the real challenge wasn’t learning how to doubt everything.

      The real challenge was learning how to doubt appropriately. How to be sceptical without being paralysed. How to be careful without being incapacitated. How to navigate an unreliable information environment without becoming completely unable to navigate anything at all.

      Because the goal isn’t perfect epistemological purity. The goal is being able to live wisely in an imperfect world with incomplete information and finite time.

      Which means accepting that sometimes you’re going to have to make decisions based on information that might be wrong. Sometimes you’re going to have to trust sources that aren’t perfect. Sometimes you’re going to have to act on beliefs that are provisional and could change when better evidence becomes available.

      Not because you’re intellectually lazy, but because that’s what living actually requires.

      Perfect is the enemy of functional. And I’d spent eight months making myself perfectly dysfunctional in pursuit of perfect certainty about things that probably didn’t require perfect certainty to begin with.

      The butterfly migration patterns, for example. Probably didn’t need a full forensic investigation into funding sources and potential conflicts of interest. Probably could have just read the article, thought ‘Interesting,’ and moved on with my day.

      Revolutionary concept, I know.

      THE WAY FORWARD

      What I learned during those months of hypervigilant fact-checking wasn’t how to achieve perfect knowledge. I learned something much more useful: how to recognize when my information processing had become pathological.

      There’s a difference between healthy scepticism and psychological self-harm disguised as intellectual rigour. Healthy scepticism asks: ‘Is this likely to be true?’ Pathological scepticism asks: ‘Can I prove beyond all possible doubt that this is true?’ And then spends six hours trying to answer a question that, for practical purposes, doesn’t need that level of certainty.

      The trick isn’t eliminating uncertainty. The trick is learning to calibrate your uncertainty response to the actual stakes involved.

      If someone’s telling me about a new medical treatment that could affect my health, then yes, I want to see the research. I want to understand the methodology. I want to know who funded the studies and whether there are competing interpretations of the data.

      If someone’s telling me that walking is generally good for most people’s cardiovascular health, then probably I can just nod and think, ‘Yeah, that tracks with everything else I know about human biology,’ and not require a systematic review of the last fifty years of exercise research.

      Context matters. Stakes matter. The cost of being wrong matters. The cost of the verification process also matters.

      And sometimes—many times, actually—the cost of achieving perfect certainty is higher than the cost of proceeding with imperfect information.

      This doesn’t mean becoming gullible. It means becoming strategic about when and how you deploy your critical thinking resources. It means understanding that scepticism is a tool, not a worldview. And like any tool, it can be overused to the point where it stops being helpful and starts being harmful.

      What I needed to learn wasn’t more scepticism. What I needed to learn was selective scepticism. Proportional scepticism. Scepticism that could distinguish between information that deserved intensive scrutiny and information that deserved a moment’s consideration followed by provisional acceptance.

      Because the alternative—questioning everything all the time—isn’t sustainable. It’s not wise. It’s not even particularly rational.

      It’s just exhausting.

      And exhaustion, as it turns out, is not a reliable foundation for good judgment. When you’re too tired to think clearly about whether something is worth thinking clearly about, you’ve defeated the entire purpose of thinking clearly in the first place.

      So I learned to rest. Not into complacency, but into provisional trust. Into good-enough knowledge for the decisions I actually needed to make. Into acceptance that some uncertainty is not just tolerable but necessary for psychological health.

      I learned, in other words, that sometimes the most rational thing you can do is stop being quite so rational.

      And oddly enough, that’s when I started making better decisions again.

      Not perfect decisions. But better ones. Decisions that took uncertainty into account without being paralysed by it. Decisions that acknowledged the limitations of available information without requiring perfect information before proceeding.

      Decisions that recognised that the goal isn’t never being wrong—it’s being wrong less often than you would be if you tried to never be wrong.

      Which is a much more manageable standard. And a much more human one.

      Because in the end, that’s what this whole mess is about. Not transcending human limitations through perfect scepticism, but learning to work with human limitations through wise scepticism.

      Scepticism that enhances life rather than consuming it.

      Scepticism that leaves room for wonder, connection, and the occasional unverified cup of coffee.

      Now that’s a revolutionary concept. And it only took me eight months of intellectual bulimia to discover it.

      Some days I’m quite proud of how efficiently I learn things.

      But as we’ll see in the next chapter, just when I thought I’d figured out how to live with uncertainty, along came artificial intelligence to change the very meaning of what it means to ‘know’ anything at all.

      Because apparently the universe has a sense of humour.

      And it’s not particularly kind.
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            The AI evangelism trap (or How I became John the Baptist again, and yes, I should have known better)

          

        

      

    

    
      Here’s a question that keeps me awake at 3am: how many times does a person need to be seduced by a technology promising to democratise knowledge before they learn to check for the exit signs?

      Apparently, at least twice.

      I spent the better part of a decade as social media’s most enthusiastic evangelist. Travelled the world. Wrote three books. Stood on stages from Adelaide to Abu Dhabi explaining how Facebook and Twitter were going to transform stakeholder engagement and give voice to the voiceless. I genuinely believed it. The technology was so obviously powerful, so clearly capable of connecting people in unprecedented ways, that the benefits seemed self-evident.

      Then I watched it all curdle.

      By 2014, I was done. Burnt out, disillusioned, and deeply ashamed of the role I’d played in encouraging organisations to exploit these platforms. I’d watched Facebook’s algorithms evolve from showing you what your friends posted to showing you what kept you scrolling. I’d seen Instagram weaponise comparison and FOMO into an art form. The tools designed to connect us had become instruments of surveillance capitalism and mental health erosion.

      So I retrained. Completed a Masters in Counselling Practice. Spent years helping veterans navigate depression and bipolar disorder. Put my psychology background to actual therapeutic use instead of helping corporations manipulate engagement metrics.

      I thought I’d learned my lesson about technology evangelism.

      I was wrong.

      THE PATTERN REPEATS ITSELF (BECAUSE APPARENTLY I’M A SLOW LEARNER)

      When ChatGPT launched in late 2022, I was sceptical. I’d seen this movie before. New technology, breathless promises, eventual exploitation. I was determined not to be fooled again.

      That lasted about three conversations.

      Actually, that’s generous. It lasted until ChatGPT helped me understand a concept I’d been wrestling with for months, explained it back to me in three different ways until I grasped it, then suggested connections to other ideas I hadn’t considered. At which point my brain went: ‘Well, this is clearly different. This time it’s not going to go horribly wrong.’

      My brain is an optimist. Also occasionally an idiot.

      Within weeks, I was that person again. The evangelist. The early adopter explaining to anyone who’d listen how transformative this was going to be. How AI could democratise education. How it could help people think more clearly, write more effectively, access knowledge previously gatekept by expensive universities and professional guilds.

      I watched it help struggling students understand complex concepts their teachers couldn’t explain in accessible ways. Saw it assist non-native English speakers communicate more clearly. Used it myself to process ideas I’d been circling for years but couldn’t quite articulate. The technology was so obviously powerful, so clearly capable of augmenting human thinking in unprecedented ways, that the benefits seemed self-evident.

      You can probably see where this is going.

      I couldn’t. Which tells you everything about evangelism—it makes you very good at seeing possibilities and spectacularly bad at spotting patterns.

      THE SEDUCTION OF OBVIOUS BENEFITS (OR WHY SMART PEOPLE DO DUMB THINGS)

      Here’s what makes technology evangelism so seductive: the benefits are real. This isn’t a matter of being fooled by snake oil. Social media genuinely did connect people across continents. It did give voice to perspectives previously excluded from mainstream discourse. The Arab Spring wasn’t a fantasy—people really did use these platforms to organise against oppressive regimes.

      The fact that Facebook later became a tool for genocide in Myanmar doesn’t make the Arab Spring less real. It just makes the story more complicated than we wanted it to be.

      Similarly, AI’s benefits aren’t imaginary. Students struggling with concepts their teachers can’t explain in accessible ways find genuine help. Non-native speakers communicate more clearly. Researchers process literature faster. Writers think through arguments more effectively. People with disabilities gain new forms of access and agency.

      I’ve experienced this personally. I have ADHD and autism, which means my brain is brilliant at making unexpected connections and catastrophically bad at linear organisation. AI helps me structure thoughts I can generate but can’t arrange. It’s like having an external hard drive for my working memory—genuinely transformative.

      When you experience these benefits personally, when you watch them transform someone’s life in real time, scepticism feels like churlishness. Like standing in the way of progress out of some reflexive technophobia. Like being the grumpy old man shouting at clouds whilst everyone else is flying.

      And that’s precisely the trap.

      Because what I failed to grasp during my social media evangelism—and what I’m watching myself fail to grasp again with AI—is that the question isn’t whether the benefits are real. The question is what else comes along for the ride, and who gets to decide.

      It’s like being offered a chocolate that definitely makes you feel better right now, whilst someone mumbles something about long-term metabolic dysfunction that you can’t quite hear over the sound of how good the chocolate tastes.

      Except the chocolate is being manufactured by a company that profits from you eating more chocolate. And the research on metabolic dysfunction is being conducted by people the chocolate company funds. And everyone you know is eating the chocolate and feeling great. And the only people warning about metabolic dysfunction seem to be the ones who never got to taste the chocolate in the first place.

      You can see how this gets complicated.

      THE ENVIRONMENTAL TURN (OR HOW DISTANCE BRINGS CLARITY)

      I didn’t see the problems with social media clearly until I stepped outside the environment that had normalised them. Moving to Vietnam provided that perspective. Suddenly I was watching from a distance as American politics convulsed around filter bubbles and algorithmic amplification. Seeing how platforms designed in Silicon Valley exported particular assumptions about identity, discourse, and social organisation to cultures they didn’t understand.

      From Adelaide, the problems looked like bugs. Features that needed fixing.

      From Đà Lạt, they looked like the system working exactly as designed.

      The same thing is happening with AI, except faster and more comprehensively.

      Every conversation I have with Claude or ChatGPT is training data. Every correction, every refinement, every moment of satisfaction when the AI produces exactly what I need—all of it feeds back into systems I don’t control, built by companies whose incentives I don’t share, optimising for metrics I haven’t chosen.

      The benefits remain real. But they’re embedded in an infrastructure of extraction I’m helping to build every time I use it.

      It’s like being a particularly enthusiastic lab rat who keeps pressing the lever because it genuinely does deliver food, whilst dimly aware that the whole apparatus exists to study lever-pressing behaviour rather than to feed rats.

      The food is still real. The rat is still hungry. The fact that pressing the lever serves purposes beyond feeding doesn’t make the hunger less legitimate or the food less nourishing.

      But it does change the meaning of pressing the lever.

      THE DEMOCRATISATION MYTH (OR HOW WE KEEP FALLING FOR THE SAME LINE)

      When I evangelised social media, I talked constantly about democratisation. Anyone could publish. Anyone could build an audience. The gatekeepers were being bypassed.

      All technically true. Also catastrophically incomplete.

      What actually got democratised was the ability to participate in attention markets optimised for engagement over truth. The gatekeepers weren’t bypassed—they were replaced with algorithms nobody understood, optimising for metrics nobody chose, serving interests nobody could see.

      Turns out that replacing human gatekeepers with algorithmic gatekeepers doesn’t democratise anything. It just makes the gatekeeping less visible and the appeals process more opaque.

      The exact same pattern is emerging with AI.

      Yes, anyone can access knowledge through ChatGPT that previously required expensive university educations. Yes, anyone can get writing assistance that previously required hiring professionals. Yes, anyone can process information at scales that previously required research teams.

      But what’s actually being democratised? Access to systems that shape how we think, what questions we ask, what answers seem reasonable. Tools that make certain thought patterns easy and others difficult. Interfaces that normalise particular ways of engaging with knowledge whilst making alternatives literally unthinkable.

      When I ask an AI to help me understand a concept, I’m not accessing neutral knowledge. I’m accessing knowledge filtered through training data selected by people I’ve never met, optimised for coherence metrics I don’t understand, shaped by safety guidelines I didn’t help write, and presented through interfaces designed to feel authoritative regardless of actual accuracy.

      That’s not democratisation. That’s outsourcing cognitive infrastructure to private companies and calling it progress.

      This isn’t a conspiracy. It’s architecture.

      The same way that shopping centre design isn’t a conspiracy to make you walk past more shops—it’s just architecture that serves particular interests. The fact that those interests conflict with yours doesn’t require anyone to be evil. It just requires incentives to be misaligned.

      THE PROMPTING PROBLEM (OR HOW WE’RE LEARNING TO THINK LIKE MACHINES THINK WE THINK)

      Here’s something nobody talks about in the AI enthusiasm: we’re not just using AI to augment our thinking. We’re learning to think in ways that work well with AI.

      This sounds benign until you sit with it for a while.

      I’ve noticed myself restructuring problems to fit AI’s capabilities. Breaking complex questions into discrete components. Avoiding ambiguity. Seeking clarity over nuance. These are all good practices, right? Clarity is good. Structure is good. Discrete components are manageable.

      Except that’s not how human insight works.

      Human insight emerges from ambiguity. From holding contradictions. From tolerating confusion long enough for patterns to surface. From metaphorical thinking that crosses category boundaries. From intuitive leaps that don’t follow logical steps.

      AI is brilliant at logical steps. Catastrophically bad at intuitive leaps.

      So when I learn to prompt effectively, I’m learning to think in ways AI can process. Which means I’m outsourcing the parts of thinking that AI handles well whilst atrophying the parts it can’t touch.

      This is like learning to write exclusively in haiku because you have a really good haiku-writing assistant. The haiku you produce will be excellent. But you’ll gradually forget how to write sonnets. Or essays. Or ranty blog posts that meander towards a point.

      The skill of prompting is replacing the skill of thinking through complexity. And we’re calling this progress because the outputs look sophisticated.

      I watch this happening in my own cognition. I catch myself thinking ‘How would I prompt an AI to solve this?’ before I’ve actually tried to think through the problem myself. The AI becomes the first recourse rather than the last resort.

      This isn’t a moral failing. It’s a rational adaptation to available tools.

      But it’s also a cognitive surrender we’re not acknowledging.

      THE CONFIDENCE CRISIS (OR WHEN EVERYTHING SOUNDS AUTHORITATIVE, NOTHING IS)

      Remember Chapter 7, where my professional bullshit detector stopped working? Where forty years of training in critical thinking and information evaluation proved useless against sophisticated research that mimicked legitimate science?

      AI makes that problem exponentially worse.

      Not because AI produces more bullshit—though it certainly can. But because AI makes it trivially easy to produce content that passes every surface-level credibility test. Perfect grammar. Appropriate academic tone. Properly formatted citations. Logical structure. Confident assertions.

      Everything that used to signal ‘this was produced by someone who knows what they’re doing’ can now be generated instantly by systems that don’t know anything at all.

      Let that sink in for a moment.

      Every heuristic we’ve developed over centuries for distinguishing careful thinking from confident bullshitting—grammar, structure, tone, citation, internal coherence—has been rendered useless by systems that can mimic all of them perfectly whilst understanding none of them.

      This isn’t about AI being wrong. It’s about AI eroding the environmental cues we’ve relied on to distinguish expertise from performance. When those cues become unreliable, we’re left trying to evaluate truth without the tools we’ve spent centuries developing.

      It’s like being a wine expert who suddenly discovers that every wine tastes identical. Your expertise hasn’t disappeared, but the environmental conditions required to apply it have vanished.

      And here’s the recursive nightmare: we’re increasingly using AI to help us evaluate whether content is trustworthy. Training our bullshit detectors on bullshit. Using systems that can’t distinguish truth from convincing-sounding fabrication to help us make those distinctions.

      This is fine. Everything is fine.

      THE FAILURE-FIRST REFLECTION (OR WHY I SHOULD HAVE SEEN THIS COMING)

      I should have seen this coming because I’ve lived it before. The pattern is identical:

      Phase 1: Genuine benefits create evangelists. Early adopters experience real value and become advocates, spreading adoption through authentic enthusiasm rather than marketing. This is the ‘holy shit, this changes everything’ phase. Characterised by genuine excitement, late-night conversations, and the conviction that anyone who doesn’t see it just doesn’t understand it yet.

      I was insufferable during this phase. Both times.

      Phase 2: Mass adoption normalises the infrastructure. What seemed like a tool becomes an environment. Not using it starts to feel like a disadvantage rather than a choice. You can still opt out, but opting out means being the person who doesn’t have Facebook when everyone else is organising events there. Or the person who can’t do AI-assisted work when everyone else is producing at AI-enhanced speeds.

      The choice remains technically free. But the costs of choosing differently escalate daily.

      Phase 3: Optimisation for different metrics. The technology shifts from serving user needs to serving platform needs. Engagement over utility. Retention over wellbeing. Growth over sustainability. This happens gradually enough that you don’t notice the shift until you’re complaining about how Facebook isn’t fun anymore and wondering when everyone became so angry.

      The answer is: the algorithm started optimising for engagement rather than connection, and anger drives engagement better than joy. But by the time you notice, your social life is embedded in the infrastructure.

      Phase 4: Lock-in makes exit costly. By the time the problems become obvious, we’ve built our lives around the infrastructure. Leaving means losing access to networks, capabilities, and opportunities we’ve come to depend on. The cost of exit exceeds the cost of staying, even when staying makes you miserable.

      I watched this happen with social media. Participated in making it happen. Gave keynote presentations about how to leverage these platforms for maximum stakeholder engagement, which is consultant-speak for ‘how to manipulate people into paying attention to you.’

      Then I did the exact same thing with AI, despite consciously trying not to.

      The problem wasn’t failing to learn the lesson. The problem was thinking the lesson was about social media specifically rather than about technology adoption patterns generally.

      Turns out that when you learn the wrong lesson from experience, you’re perfectly positioned to repeat the mistake in a new context whilst feeling smugly certain you’ve learned from past errors.

      WHAT’S DIFFERENT THIS TIME (OR WHY THIS MIGHT BE WORSE)

      There are crucial differences between social media and AI that make the stakes higher:

      Social media mediated our connections with each other. AI mediates our relationship with knowledge itself.

      When Facebook’s algorithms warped social discourse, we could still think outside them. We could have conversations in real life, read books, engage with ideas through non-algorithmic channels. The platform shaped the space it controlled, but other spaces existed.

      When AI systems shape how we formulate questions and process answers, we’re operating inside the warping. The thing being distorted isn’t just social connection—it’s cognition itself.

      Social media platforms could be abandoned. Millions did leave Facebook and Twitter without catastrophic consequences. Some of us are happier for it. Life continues. Friendships survive. Events still get organised, just through different channels.

      But AI is being embedded into search engines, productivity software, educational systems, and decision-making infrastructure. Opting out increasingly means opting out of participation entirely.

      Try getting a job that doesn’t expect AI-assisted productivity. Try completing a degree program that doesn’t assume AI access. Try competing in markets where your competitors use AI to work faster than humanly possible.

      The opt-out is becoming theoretical rather than practical.

      The centralisation is more extreme. A handful of companies control the foundation models everyone else builds on. When social media fragmented, alternatives emerged. Mastodon exists. BlueSky exists. You can build your own platforms. The barriers to entry are real but surmountable.

      When AI consolidates, alternatives become financially infeasible. Training a foundation model costs hundreds of millions of dollars. The infrastructure requirements are staggering. The data needs are unprecedented. The expertise is concentrated in a few organisations.

      We’re not going to see a flourishing ecosystem of diverse AI approaches. We’re going to see a handful of corporate platforms everyone depends on, with business models we don’t control and incentives we don’t share.

      Most concerning: the technology is being deployed before we understand what it does to human cognition over time.

      Social media’s impact on attention spans and mental health took a decade to become obvious. We had time to study it, debate it, adjust our understanding. Not enough time to prevent the damage, but enough to at least document what was happening.

      AI’s impact on how we think, what we consider knowledge, and how we develop expertise is happening faster and running deeper. We’re restructuring human cognition in real time with no control group and no reversibility.

      In fifty years, we’ll look back at this period the way we now look back at the introduction of leaded petrol. Everyone thought it was fine. The benefits were obvious. The experts assured us it was safe. And we spent decades dosing ourselves with neurotoxins before we noticed the damage.

      Except this time, the neurotoxin is outsourcing thinking to systems we don’t understand, and we’re calling it augmentation.

      THE INSTITUTIONAL CAPTURE (OR HOW UNIVERSITIES BECAME OBSOLETE WITHOUT NOTICING)

      Universities were supposed to be knowledge gatekeepers. Imperfect ones—expensive, exclusionary, often serving elite interests. But gatekeepers nonetheless, with institutional structures that at least theoretically prioritised truth over profit.

      The theory was lovely. The practice was often rubbish. But at least the theory existed.

      AI is replacing that gatekeeping with something else entirely. Not with open access to knowledge, but with mediated access through systems optimised for engagement and retention rather than understanding.

      Students using AI to complete assignments aren’t learning to think—they’re learning to prompt. The skill being developed isn’t critical analysis but effective outsourcing. The relationship with knowledge transforms from something you develop internally to something you access externally.

      This isn’t a moral failing. It’s a rational response to incentive structures.

      When AI can produce A-grade essays faster than you can think through the questions, why wouldn’t you use it? When employers expect AI-assisted productivity, why wouldn’t you develop those skills? When everyone else is using AI and you’re the one trying to do it the old way, you’re not maintaining standards—you’re handicapping yourself.

      The individual calculus makes perfect sense. The collective outcome is that we’re producing graduates who can prompt AI but can’t think independently. Who can access knowledge but can’t evaluate it. Who can generate sophisticated-sounding content but can’t distinguish it from sophisticated-sounding bullshit.

      We’re calling this education.

      Meanwhile, universities are scrambling to integrate AI into curricula because not doing so makes them look out of touch. They’re teaching students to use tools that make traditional educational outcomes obsolete, whilst pretending this represents pedagogical innovation rather than institutional surrender.

      The problem isn’t that universities are changing. The problem is that they’re changing in response to technological pressure rather than educational philosophy. They’re adapting to tools rather than asking whether the tools serve learning.

      This is like redesigning medical schools around new drugs before understanding what the drugs actually do. The drugs might be helpful. They might be transformative. But redesigning entire educational systems around them before we know their long-term effects is insane.

      Except that’s exactly what we’re doing.

      And anyone who suggests maybe we should understand the cognitive effects of AI before embedding it into educational infrastructure gets labelled a Luddite who doesn’t understand progress.

      THE VIETNAM PERSPECTIVE (OR WHAT YOU SEE FROM OUTSIDE THE BUBBLE)

      Living in Đà Lạt provides useful distance for watching this unfold. Vietnam’s relationship with technology is pragmatic rather than evangelical. People use what works without the Silicon Valley mythology about innovation and disruption.

      This creates space to see what gets lost in the Western AI discourse.

      The assumption that thinking faster is better than thinking deeper. That efficiency trumps reflection. That access to information equals understanding. That productivity metrics matter more than quality of thought.

      These assumptions are so embedded in Western tech culture that they’re invisible from inside. From outside, they’re bizarre.

      Vietnamese culture has a comfort with paradox that Western binary thinking struggles with. Something can be both useful and dangerous. Both empowering and constraining. Both progress and problem. The question isn’t which it is, but how to work with all of it simultaneously.

      AI is all of these simultaneously.

      It’s genuinely useful for processing information quickly. It’s genuinely dangerous for outsourcing thinking. It’s genuinely empowering for accessing knowledge. It’s genuinely constraining for shaping how we ask questions. It’s genuinely progress in computational capability. It’s genuinely a problem for human cognitive development.

      Holding all of that at once requires tolerating ambiguity that Western tech evangelism can’t handle. We want it to be good or bad. Revolutionary or overhyped. The future or a fad.

      What if it’s yes?

      THE RECURSIVE PROBLEM (OR HOW WRITING ABOUT AI WITH AI GETS WEIRD)

      Here’s something uncomfortable: I’m writing this chapter with AI assistance.

      Not having AI write it for me—I’m doing the thinking and the crafting and the editing. But I’m using AI to help organise thoughts, check logical flow, suggest connections I haven’t considered. The way I’ve been using it throughout this book.

      Which means this critique of AI evangelism is being assisted by the thing it’s critiquing.

      The irony isn’t lost on me.

      Neither is the fact that trying to think through these problems without AI would take substantially longer and probably be less coherent. The tool genuinely helps. Even whilst I’m examining why that help might be concerning.

      This is the trap in its purest form. The critique and the complicity coexist. The awareness and the participation happen simultaneously. And there’s no comfortable resolution because opting out means making myself less effective at the thing I’m trying to do.

      It’s like being a wine critic who discovers that all modern wine production uses processes that subtly alter how wine tastes, and that refusing to drink modern wine means having nothing to critique, whilst drinking it means participating in the system you’re concerned about.

      You’re trapped inside the thing you’re trying to examine.

      This used to be an abstract philosophical problem. Now it’s my Tuesday afternoon.

      THE EVANGELISM TRAP ITSELF (OR WHY SMART PEOPLE KEEP FALLING FOR THIS)

      So why did I fall into evangelism again despite conscious awareness of the pattern?

      Because the benefits are real, and when you experience genuine value from something, shutting up about it feels like withholding help from people who need it. When AI helps a struggling student finally understand a concept their teacher couldn’t explain, telling that student ‘actually, maybe don’t use that because of long-term cognitive concerns’ feels cruel.

      The immediate benefit is tangible. The long-term risk is theoretical. And humans are catastrophically bad at weighing immediate tangible benefits against theoretical future risks.

      We’re brilliant at it when the roles are reversed—we’ll skip immediate pleasures to avoid future pain all the time. But when the immediate benefit is real and the future risk is uncertain? We take the benefit every single time.

      This isn’t a bug. It’s evolution working exactly as designed.

      Because criticising technology you use extensively feels hypocritical, so you either stop using it or stop criticising. The middle ground—using it whilst remaining critically aware—requires constant cognitive effort most of us can’t sustain.

      It’s exhausting to simultaneously benefit from something and question whether that benefit serves larger interests. Easier to either embrace it fully or reject it completely. Nuance is metabolically expensive.

      Because being an evangelist feels good. You’re helping people. Showing them possibilities. Being on the cutting edge. The social rewards are immediate and the consequences are delayed and diffuse.

      Evangelism gets you invited to conferences. Gets you consulting gigs. Gets you recognised as someone who understands the future. Makes you feel like you’re part of something important.

      Saying ‘well, this is complicated and I’m not sure whether widespread adoption serves human flourishing’ gets you precisely none of those things. It gets you labelled a curmudgeon who doesn’t get it.

      The social incentives for evangelism overwhelm the intellectual case for caution.

      Because the alternative—sitting with uncertainty about whether this technology serves human flourishing whilst watching everyone else adopt it—is psychologically exhausting. Evangelism provides certainty. Certainty provides relief.

      Humans crave certainty the way we crave sugar. We’ll choose false certainty over uncomfortable ambiguity almost every time. Evangelism offers the comfort of knowing you’re on the right side of history.

      Critical ambivalence offers the discomfort of not being sure there’s a right side.

      And because the individual calculus makes sense even when the collective outcome doesn’t. Using AI makes my life better right now. The fact that widespread adoption might reshape human cognition in concerning ways doesn’t change the immediate personal benefit.

      This is the tragedy of the cognitive commons. Each individual choice to use AI is rational. The cumulative effect of billions of rational choices might be catastrophic. But your individual choice not to participate doesn’t prevent the catastrophe—it just handicaps you whilst everyone else proceeds.

      This is the trap. Not stupidity or gullibility, but rational responses to incentive structures that don’t serve collective wellbeing.

      THE CORPORATE BENEFICIARIES (OR WHO ACTUALLY WINS HERE)

      Let’s talk about who benefits from mass AI adoption, because it’s definitely not a mystery.

      The companies building foundation models are worth hundreds of billions of dollars. OpenAI, Anthropic, Google, Meta—they’re not doing this out of altruism. They’re doing it because there are staggering profits in mediating humanity’s relationship with knowledge.

      Every conversation I have with Claude generates value for Anthropic. Every essay a student writes with ChatGPT generates value for OpenAI. Every business process automated through AI generates value for whoever owns the model.

      We’re not the customers. We’re the product being refined. Our interactions train the models. Our dependencies ensure continued engagement. Our needs justify expanded capabilities.

      The benefits we receive are real. They’re also bait.

      Social media taught us this lesson already. Free platforms aren’t free—they’re extraction infrastructure dressed up as services. We pay with attention, data, and cognitive real estate. The transaction seems fair until you realise how much more they’re getting than they’re giving.

      AI is the same model, except what’s being extracted isn’t just attention and data. It’s thinking itself.

      Every time I use AI to augment my cognition, I’m training it to augment better. Every time I rely on it for tasks I could do myself, I’m creating dependency. Every time I choose AI-assisted work over slower human thinking, I’m demonstrating that speed matters more than depth.

      And the companies building these systems are optimising for exactly those outcomes. Not because they’re evil, but because those outcomes drive adoption, which drives revenue, which drives shareholder value.

      The incentives are perfectly aligned to make us dependent on systems we don’t control, whilst making that dependency feel like empowerment.

      This isn’t a conspiracy. It’s capitalism working exactly as designed.

      WHAT I’M NOT SAYING (AND WHY THAT MATTERS)

      I’m not saying AI is bad and we should abandon it. That ship sailed. Even if I personally stopped using it tomorrow, the infrastructure is being built regardless. My individual abstinence would accomplish precisely nothing except making my work slower and less effective.

      I’m not saying the benefits are fake. They’re real, and they matter, and dismissing them serves nobody. AI genuinely helps people. Genuinely expands capabilities. Genuinely makes certain kinds of work more accessible.

      Pretending otherwise would be dishonest.

      I’m not saying I have solutions. The systemic forces driving AI adoption are vastly more powerful than individual resistance or critique. This isn’t a problem that can be solved by personal choices or thoughtful blog posts.

      I’m not even saying we shouldn’t use AI. I use it daily. It helps me think more clearly, write more effectively, and process ideas faster. This chapter exists partly because AI helped me articulate patterns I’d been circling for months.

      The assistance is real. The concerns are also real. Those things coexist.

      What I am saying is that we’re making the same mistake I made with social media: confusing genuine benefits with overall wisdom of adoption, and mistaking personal utility for collective wellbeing.

      Just because something helps you doesn’t mean mass adoption serves everyone. Just because something works doesn’t mean it’s working toward ends we’d choose if we understood them.

      And just because you can’t see the problem from inside the benefit doesn’t mean the problem isn’t real.

      THE QUESTION THAT ACTUALLY MATTERS (AND WHY WE’RE NOT ASKING IT)

      The question isn’t whether AI is good or bad. Binary framings are useless for complex systems.

      The question isn’t whether we should use AI. That question is already answered by material reality—we’re using it, and stopping isn’t viable for most people.

      The question isn’t even whether AI will reshape human cognition. It will. It is. That process is already underway.

      The question that actually matters is: what kind of cognitive environment are we creating, who controls it, and whether it serves human flourishing or platform growth?

      When social media became ubiquitous, we discovered too late that algorithmic curation of social connection had consequences we hadn’t anticipated. By the time those consequences were obvious, the infrastructure was too embedded to change without massive disruption.

      We’re at a similar inflection point with AI. Except this time, what’s being restructured isn’t just how we connect with each other but how we think itself.

      The benefits are real. The risks are also real. And unlike social media, we can’t just log off when the problems become obvious because AI is being woven into the infrastructure of knowledge work, education, and decision-making.

      I don’t know how to resolve this. I’m writing about it partly to think it through, partly to document the pattern whilst it’s happening, and partly because staying silent whilst watching myself repeat previous mistakes feels like cowardice.

      What I do know is this: being an evangelist feels better than holding uncertainty. Certainty provides psychological relief. But the last time I chose evangelical certainty over uncomfortable ambivalence, I helped build infrastructure that caused real harm.

      I spent years standing on stages telling people how to leverage social media for stakeholder engagement. Teaching them to exploit algorithmic amplification. Explaining how to game platform metrics for maximum reach.

      I was good at it. People paid me well for it. And I was genuinely helping them achieve their goals.

      I was also helping to build a machine that would eventually grind up democracy, mental health, and shared reality. I didn’t intend that. But intention doesn’t matter when the infrastructure produces those outcomes regardless.

      I’m determined not to make that mistake again.

      Even if I’m not entirely sure how to avoid it.

      THE PRACTICAL REALITY (OR WHAT WE’RE ACTUALLY GOING TO DO)

      Here’s the uncomfortable truth: despite everything I’ve just written, I’m going to keep using AI.

      So are you, probably.

      Because the individual costs of not using it exceed the individual benefits of principled abstinence. Because the systemic change required to make mass opt-out viable isn’t happening. Because my personal AI embargo won’t prevent the infrastructure from being built.

      This doesn’t mean the concerns are invalid. It means the concerns exist in a context where individual action is insufficient to address systemic problems.

      The same way that understanding climate change doesn’t mean you can stop using fossil fuels in a society built around them. You can reduce usage. You can advocate for change. You can maintain critical awareness.

      But you can’t individually opt out of systems that structure how society functions.

      So what do we do?

      We use AI whilst remaining aware of what we’re participating in. We take the benefits whilst acknowledging the costs. We help people access the tools whilst explaining what the tools are doing.

      We resist evangelism. We maintain uncertainty. We question whether efficiency always serves us.

      We notice when we’re restructuring our thinking to fit AI’s capabilities. We preserve space for the kinds of cognition AI can’t replicate. We value depth over speed, even when speed is rewarded.

      We teach people to use AI as a tool rather than outsource thinking to a service. We distinguish between AI-assisted thought and AI-replaced thought. We maintain the skills that AI makes obsolete, because making them obsolete doesn’t make them worthless.

      We advocate for transparency in how AI systems work. We push for accountability in how they’re deployed. We demand alternatives to corporate-controlled cognitive infrastructure.

      And we document what’s happening whilst it’s happening, so when the consequences become obvious, we have a record of how we got here.

      This isn’t a solution. It’s harm reduction whilst we figure out whether solutions exist.

      THE BOTTOM LINE (OR WHAT THIS ALL MEANS)

      The collapse of knowledge isn’t just about external information chaos. It’s about the infrastructure we’re building to navigate that chaos, and whether that infrastructure serves understanding or something else entirely.

      AI is simultaneously the most powerful thinking tool I’ve ever used and part of a pattern of technological adoption I’ve learned to distrust. Those things are both true. Holding them simultaneously requires more cognitive effort than choosing a side.

      But choosing a side is what got us here.

      I chose the pro-social-media side for years. Advocated enthusiastically. Built a career on it. Then watched it curdle into something that caused genuine harm.

      I’m not choosing the pro-AI side this time. But I’m not choosing the anti-AI side either, because that would be equally simplistic.

      I’m choosing the uncomfortable middle ground of using something I don’t fully trust, promoting benefits I genuinely experience, whilst trying to notice what else is happening alongside those benefits.

      It’s exhausting. It’s necessary. And it’s the least I can do after spending years as social media’s unwitting accomplice.

      The universe spent billions of years evolving consciousness. Outsourcing it to corporate infrastructure optimised for engagement metrics seems like a waste of a good universe.

      But here we are. Again.

      Sitting in Đà Lạt, using AI to write about the dangers of AI, experiencing genuine benefits whilst maintaining genuine concerns, unable to opt out of a system I’m not sure serves us, and trying to document the pattern whilst living inside it.

      If there’s a lesson in all of this, it’s probably not the one I think it is. I’ve already proven I’m terrible at learning the right lessons from technology adoption.

      But I’m writing it down anyway. Because somebody should. And because staying silent whilst watching yourself make the same mistake twice isn’t wisdom—it’s complicity.

      The question isn’t whether AI will reshape how humans think. It’s already doing that.

      The question is whether we’ll notice what we’re becoming whilst we’re becoming it.

      I’m trying to notice. Even whilst being shaped.

      It’s all I’ve got.
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      I used to think being right was the goal.

      Turns out, being perpetually right is its own kind of hell. A special circle reserved for people who saw through the bullshit early, warned everyone, got ignored, and then spent the next decade watching exactly what they predicted unfold whilst maintaining the facial expression of someone who definitely isn’t thinking ‘I told you so’.

      Because saying it out loud makes you insufferable. But not saying it makes you complicit. And the space between those two options is where you slowly lose your mind.

      THE LONELINESS EQUATION

      Here’s what nobody tells you about developing sophisticated bullshit detection: every upgrade to your critical thinking apparatus is also an upgrade to your isolation.

      You start noticing things. The way that wellness influencer is actually selling disordered eating with better branding. How that productivity guru’s advice only works if you’re already privileged enough to control your schedule. The subtle ways corporate DEI initiatives perform inclusion whilst maintaining hierarchies. You see the pattern. You name it. You watch everyone else miss it entirely.

      And at first, this feels like power.

      You’re Neo seeing the Matrix code. You’re the one person in the cinema who spotted the plot hole in the first act. You’ve levelled up. You’re operating on a different plane of analysis than the masses consuming their algorithmic slop.

      Except you’re not in a film. You’re in a Zoom meeting watching your colleagues get excited about an AI tool that’s basically autocomplete with venture capital. You’re at a dinner party nodding politely whilst someone explains their cryptocurrency investment strategy. You’re reading your own field’s literature and spotting methodological flaws so obvious you can’t believe they passed peer review.

      The loneliness isn’t dramatic. It’s not tragic isolation in a garret. It’s the low-grade constant awareness that you’re having a different conversation than everyone around you thinks you’re having.

      They’re discussing the thing. You’re analysing the system that produced the thing, the incentives driving adoption of the thing, and the second-order consequences nobody’s talking about. You’re three moves ahead on a chessboard where everyone else is playing checkers and getting annoyed that you won’t just jump their pieces already.

      After a while, you stop trying to explain. The mathematics of the situation become clear: the effort required to bring someone up to speed on why this particular thing is worth scrutinising exceeds the social capital you’ll gain from the interaction. You do the calculation. You stay quiet. You nod. You change the subject.

      You become complicit in your own isolation.

      THE ETERNAL SEPTEMBER OF EXPERTISE

      There’s an old internet term: Eternal September. Originally described the phenomenon where North American universities connected to Usenet every September, flooding experienced users with clueless newcomers who didn’t know the norms. By the time they learned, next September arrived with a fresh batch.

      Then AOL connected everyone at once. September never ended.

      That’s what it feels like watching the same patterns repeat across different domains whilst you’re the only one who remembers last time.

      You watched the social media hype cycle. You saw the promises about connection and democracy. You watched it curdle into surveillance capitalism and psychological manipulation. You tried to tell people. You watched others doing the same being called Luddites. Now the masses are all worried about screen time and algorithmic radicalisation, and you’re supposed to join the conversation like we’re all just now discovering this together.

      You saw the gig economy pitched as liberation. You pointed out that ‘be your own boss’ actually meant ‘absorb all the risk whilst we take a cut’. You were told you didn’t understand innovation. Now everyone’s worried about precarity and the erosion of worker protections, and you’re meant to engage with their shock like it’s news.

      You watched AI get sold as inevitable progress. You noted the pattern matched every previous hype cycle. You saw people question the energy costs, the training data ethics, the concentration of power. You saw them get called a pessimist who didn’t understand technology. Now the masses are worried about deepfakes and job displacement, and you’re expected to participate in their sudden concern without mentioning that you mapped this exact trajectory eighteen months ago.

      Eternal September of expertise means you’re perpetually surrounded by people encountering sophisticated problems for the first time whilst acting like they’ve discovered them. And you can’t say ‘I told you so’ because that makes you an arsehole. But you also can’t pretend this is a fresh conversation because that makes you dishonest.

      So you split the difference. You engage constructively. You don’t mention the history. You help them think through implications. You watch them arrive at conclusions you reached ages ago and celebrate their insight like it’s novel.

      And a small part of you dies every time.

      THE OPTIMISATION TRAP EATS ITS OWN

      Remember the productivity gurus? The ones who sold certainty about self-improvement?

      They’re exhausted too. I know because some of them email me.

      Turns out, maintaining the performance of having your life optimised is its own full-time job. The content creation hamster wheel demands constant demonstration of the system working. Every morning routine must be documented. Every productivity hack must be split-tested and reported. The algorithm rewards novelty, so last month’s breakthrough is this month’s abandoned experiment.

      They’ve built audiences expecting solutions. Those audiences demand results. The gurus deliver frameworks. The frameworks require updates. The updates need to be marketed. The marketing creates new audiences with new expectations. The cycle accelerates.

      And underneath it all, the same human struggles everyone has. Except they can’t admit to them because their brand is having solved these problems. They’ve trapped themselves in a performance of certainty whilst privately drowning in the same uncertainty as everyone else.

      One guru confessed to me he’d developed anxiety about his anxiety management content. He was anxious about not having enough anxiety to create authentic content about anxiety management. The snake was eating its own tail whilst filming the whole thing for Instagram.

      This is what happens when you build an identity around being smarter than the problem. Eventually you become the problem you’re too smart to admit you have.

      I’m not exempt from this. Writing about epistemic collapse whilst experiencing epistemic collapse creates its own recursive loop. Am I analysing my breakdown or performing it? Is this chapter genuine insight or elaborate justification for why I’m correct to be exhausted?

      I don’t know. The honest answer is I don’t know. Which might be the most honest thing in this entire book.

      THE SFBT EXCEPTION

      There’s one therapeutic approach that doesn’t make me want to throw things: Solution-Focused Brief Therapy.

      Not because it’s optimistic. I’m Australian—optimism makes me suspicious. But because SFBT doesn’t pretend problems don’t exist. It just asks a more interesting question than ‘why are you broken?’

      Traditional therapy often wants to excavate your past, find the trauma, explain the dysfunction. You spend months in a room explaining why you can’t do the thing. The therapist nods supportively. You both agree your struggles make sense given your history. You leave with better insight and the same problems.

      CBT wants to fix your thinking. Catch those negative thoughts. Challenge them. Replace them with realistic alternatives. Except when your negative thoughts are accurately perceiving systemic dysfunction, replacing them with positive alternatives is just gaslighting yourself with extra steps.

      SFBT says: forget why you’re stuck. Tell me about when you’re slightly less stuck. What’s different? What are you doing? What would better look like? How would you know if things improved by even 10%?

      It’s not positive thinking. It’s not pretending everything’s fine. It’s asking what resources you already have that work, even partially, even occasionally. Then doing more of that instead of excavating everything that doesn’t work.

      For someone exhausted by hypervigilance about everything wrong with everything, this is profoundly practical. I don’t need another framework explaining why I’m struggling. I need to notice the hour last Tuesday when I wasn’t.

      SFBT doesn’t care if you’re smarter than everyone else. It doesn’t care if you spotted the problem first. It asks what you want to be different and what’s already working toward that, even microscopically.

      This drives some therapists mad. They want to process the trauma. They want to understand the dynamics. They want to know why before attempting how.

      But I’ve spent years understanding why. Why social media became toxic. Why expertise democratised badly. Why I’m exhausted by information chaos. More why doesn’t help. Why is a PhD thesis I’ve already written in my head.

      What helps is noticing that yesterday I read something without immediately fact-checking it, and nothing terrible happened. That last week I enjoyed a conversation without analysing the person’s epistemological framework. That this morning I had coffee without optimising my cortisol response.

      Small things. Concrete things. Things I can do more of instead of things I need to fix about myself.

      THE PRICE OF PERMANENT VIGILANCE

      Hypervigilance has costs people don’t mention.

      Everyone talks about the benefits. Spotting misinformation early. Avoiding scams. Making better decisions. Being on the right side of history. The satisfying superiority of seeing through bullshit whilst others get duped.

      Nobody talks about the cumulative load.

      Every article requires source-checking. Every headline gets interrogated for framing. Every study needs methodology review. Every claim demands verification. Every conversation becomes an opportunity to spot misrepresentation. Every social media post triggers analysis of whose interests it serves.

      You develop entire subroutines that run automatically. Someone shares health advice—you’re already checking for conflicts of interest. Someone mentions a statistic—you’re searching for the original study. Someone makes a confident claim—you’re noting the certainty level relative to available evidence.

      This happens constantly. In the background. Like antivirus software scanning every file. Except you’re the software and every human interaction is a potential threat vector.

      The cognitive load is immense. Not dramatic. Not acute. Just constant. Like living in a house where every light is always on. You don’t notice until someone asks why your electricity bill is astronomical and you realise you forgot you could turn things off.

      I used to think this was just how thinking worked. You evaluated everything. You questioned assumptions. You checked sources. That’s what smart people did. The alternative was being gullible, and I’d rather be exhausted than gullible.

      Except there’s a third option I didn’t see: strategic scepticism.

      Not everything deserves the same level of scrutiny. The claim that coffee is healthy this week but toxic next week doesn’t require deep investigation—nutritional science is messy and probabilistic, knowing that is enough. The motivational quote on Instagram doesn’t need deconstruction—it’s wallpaper, not epistemology. The colleague’s enthusiasm about their new productivity system doesn’t require intervention—they’ll figure it out or they won’t.

      Most things don’t matter enough to warrant the cognitive cost of full analysis.

      But when you’ve trained yourself to spot problems everywhere, turning it off feels dangerous. What if you miss something important? What if your one moment of uncritical acceptance is the moment you get properly duped? What if relaxing your vigilance is exactly what the misinformation ecosystem is counting on?

      This is the trap. Hypervigilance justifies itself. Every threat you spot confirms you need to keep looking. Every instance of others being misled proves you can’t afford to relax. The system becomes self-reinforcing.

      And underneath it all, a question you don’t want to examine too closely: if you stopped being the person who sees through everything, who would you be?

      WHEN YOUR PERSONALITY IS YOUR PATHOLOGY

      I built an identity around being right about things early.

      In my twenties, I was the person who spotted trends before they hit mainstream. I early-adopted drum machines and synthesisers, then sequencers, channelling my new heroes like Tom Waits, Vince Clarke, and Robert Smith, and I tracked the rise and power of Miserabilism. In my thirties I researched and co-wrote influential academic papers on Psychological Contracts, and a book on Possible Selves. I consulted for organisations about social media before most had heard of Facebook. I wrote books about digital communication whilst people were still arguing whether email was professional. I made a career out of seeing around corners.

      This felt like success. Like leverage. Like I’d found my niche in the universe’s grand scheme.

      Then social media stopped being about connection and became about manipulation. I saw it happening. I wrote about it. I warned clients. I got increasingly frustrated that nobody seemed concerned about the obvious trajectory toward surveillance capitalism and psychological exploitation.

      Eventually I couldn’t do it anymore. Couldn’t keep evangelising tools I’d realised were harmful. Couldn’t keep training people to use platforms I’d come to see as fundamentally toxic. Couldn’t maintain the performance of enthusiasm whilst privately thinking the whole edifice was rotten.

      So I burnt it all down. Stopped consulting. Retrained as a therapist. Started over.

      Except I brought the pattern with me.

      Now I was the therapist who spotted the problems with therapy. Who questioned CBT’s dominance. Who pushed back on mindfulness as universal solution. Who noticed when ‘evidence-based practice’ meant ‘the thing we can measure’ rather than ‘the thing that works’. Who got frustrated that everyone treated individual psychology like it existed separate from systemic context.

      Same pattern. Different domain. Always seeing the problem nobody else seemed bothered by. Always being right whilst everyone else caught up slowly. Always exhausted by the gap between what I could see and what others acknowledged.

      At some point I had to confront the possibility that this wasn’t insight. It was pathology.

      Not the seeing part. The seeing was probably accurate. But the identity built around being the one who sees. The need to be right about what’s wrong. The satisfaction of spotting problems before others. The subtle superiority of being ahead of the curve.

      That’s not wisdom. That’s compensation. For what, I’m still figuring out. Maybe childhood where being clever was the only power I had. Maybe neurodivergence and finding a socially acceptable way to feel different. Maybe depression’s tendency to see problems before possibilities.

      Doesn’t matter. What matters is recognising that I’d built my sense of self around a pattern that was slowly killing me.

      THE IMPOSSIBLE CHOICE

      Here’s the bind: you can’t unknow what you know.

      Once you’ve seen how social media algorithms manipulate attention, you can’t unsee it. Once you’ve spotted the patterns in misinformation, you can’t stop recognising them. Once you’ve understood how expertise gets weaponised, you can’t return to naive trust.

      The knowledge is permanent. The hypervigilance is optional. But telling them apart is nearly impossible.

      Is fact-checking this claim necessary caution or compulsive behaviour? Is questioning this framework healthy scepticism or exhausting perfectionism? Is noticing this pattern useful insight or pointless rumination?

      I don’t know how to answer these questions. Not reliably. Not consistently.

      Some days I think I’ve found balance. I let small things go. I engage with content without immediate analysis. I have conversations without interrogating every claim. I practice strategic ignorance about things that don’t matter.

      Other days I’m back in the loop. Fact-checking everything. Questioning all frameworks. Spotting patterns everywhere. Exhausting myself with vigilance I can’t quite justify but can’t quite abandon.

      The cultural messaging doesn’t help. We’re supposed to be critical thinkers. We’re supposed to question everything. We’re supposed to resist manipulation. But we’re also supposed to engage authentically, trust appropriately, and maintain mental health. These imperatives contradict in practice.

      Be sceptical but not cynical. Be discerning but not closed-minded. Be thoughtful but not paralysed. Be informed but not overwhelmed. Thread the needle between gullibility and exhaustion whilst everyone sells courses on how they’ve definitely figured it out.

      Meanwhile I’m in Vietnam, far enough from the Western information ecosystem to see it clearly but close enough through the internet to still be affected by it. Geographic distance helps. Different cultural context helps. Not being embedded in academic or corporate structures helps.

      But I’m still the same brain. Still running the same patterns. Still exhausted by the same hypervigilance. Just with better coffee and cheaper living costs.

      WHAT NOBODY ADMITS

      Here’s what the critical thinking evangelists won’t tell you: sometimes being right is worse than being wrong.

      Not morally worse. Not intellectually worse. But psychologically, socially, practically worse.

      Being wrong with everyone else means you’re part of something. You’re having the same conversation. Making the same mistakes. Learning together. You have company in your confusion.

      Being right early and alone means you’re having a different experience than everyone around you. You’re isolated by accuracy. You watch people make predictable mistakes. You offer warnings that get ignored. You become Cassandra, cursed with foresight nobody believes.

      And unlike Cassandra, you don’t get the vindication of being obviously right when Troy burns. You get the ambiguous satisfaction of being partially correct about complex systems whilst everyone argues about your tone and whether you’re being helpful.

      The influencers who sold people on social media eventually admitted it got toxic. They got redemption arcs. Documentary appearances. Book deals about their journey from evangelism to criticism.

      I just got exhausted before the tide turned. No redemption arc. No vindication. Just the quiet knowledge that I was right mixed with the uncomfortable awareness that being right early didn’t actually help anyone, including myself.

      This is what breaks you. Not being wrong. Being right without it mattering. Seeing clearly without it changing anything. Having sophisticated analysis whilst everyone engages at surface level and somehow seems happier for it.

      THE WAY THROUGH MIGHT NOT EXIST

      I don’t have a solution to this.

      Every book about information literacy or critical thinking ends with empowerment. You’ve learned to spot misinformation! You’ve developed sophisticated analysis! You’re now equipped to navigate complexity!

      Bollocks. You’re equipped to be exhausted in more sophisticated ways.

      The actual skill isn’t better bullshit detection. It’s knowing when to deploy it and when to let things go. But nobody can teach you that because it’s contextual, personal, and constantly shifting.

      What matters enough to scrutinise depends on your circumstances, your vulnerabilities, your goals, your energy levels, your alternative options. There’s no universal framework. No decision tree. No algorithm.

      Just you, trying to figure out which battles matter, with incomplete information, whilst exhausted from the last battle, surrounded by people who either don’t see the battlefield or are selling tickets to watch.

      SFBT asks: when are you already doing this well? When do you let things go appropriately? What’s present in those moments that’s absent in others?

      I notice I do better when I’m not performing insight. When I’m not proving I’m right. When I’m not building identity around being the person who sees through things. When I’m just existing without the constant pressure to analyse, optimise, or demonstrate sophisticated thinking.

      That happens in my photography. In conversations with Ms H where we’re just sharing our days. In morning coffee, when I can wake up in time to meet some expat mates. In moments where being right about epistemology isn’t remotely relevant to what’s actually happening.

      Maybe the way through isn’t better critical thinking skills. Maybe it’s permission to sometimes not think critically at all. To engage with things at face value. To be occasionally gullible. To participate in collective enthusiasm without immediately deconstructing it.

      Maybe being perpetually right isn’t the goal. Maybe knowing when to care about being right is the actual skill. And maybe that skill looks less like intelligence and more like self-compassion.

      THE COSMIC JOKE

      We’re having this conversation on a planet that’s 4.5 billion years old, orbiting a star that will eventually expand and consume us, in a universe that will possibly succumb to heat death.

      In that context, whether you correctly identified the problems with social media algorithms three years before mainstream discourse caught up is not actually that important.

      This isn’t nihilism. It’s proportion.

      Your sophisticated analysis matters to you because it’s your life. Your exhaustion is real. Your isolation is genuine. Your frustration at watching preventable problems unfold is valid.

      But the universe doesn’t care if you were right. History won’t remember who spotted the pattern first. The cosmic ledger doesn’t track who warned whom about what.

      All that matters—the only thing that matters—is whether you’re living in a way that feels sustainable to you.

      And if being smarter than everyone else is destroying your capacity to enjoy the brief spark of consciousness you’ve been granted, maybe it’s time to be stupider.

      Not ignorant. Not gullible. Just less invested in being right about everything. Less attached to sophisticated analysis as identity. Less convinced that your exhaustion is the necessary price of clarity.

      The universe gave you a brain capable of seeing patterns. It didn’t mandate you use it constantly at maximum capacity until it breaks.

      You’re allowed to rest. You’re allowed to not know. You’re allowed to be wrong occasionally. You’re allowed to engage at surface level. You’re allowed to let other people figure things out without your input.

      You’re allowed to be less exhausted.

      Even if it means being less right.

      Especially if it means being less right.
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            One last thought...

          

        

      

    

    
      The question I keep avoiding is simpler than the elaborate analysis surrounding it.

      What if I’m just tired?

      Not tired in some profound existential sense. Not burnt out from epistemic labour. Just tired. Ordinary tired. The kind that comes from doing anything intensely for too long without adequate rest.

      What if the solution isn’t better frameworks or sophisticated analysis or strategic deployment of critical thinking? What if it’s just stopping for a bit?

      Going for a walk. Taking photographs. Having coffee without checking whether the health claims about coffee have updated. Talking to Ms H about her day without analysing the cultural context. Existing without the constant hum of analysis running in the background.

      What if being smarter than everyone else is exhausting because exhausting yourself was the point?

      Not consciously. Not deliberately. But because somewhere along the way, I confused intellectual rigour with worthiness. If I wasn’t thinking hard about important problems, what was I for?

      The universe is under no obligation to provide you with a purpose. You’re a temporary arrangement of atoms that happened to develop consciousness. That’s already miracle enough. You don’t need to justify your existence through perpetual analysis.

      You’re allowed to just be here. Enjoying the coffee. Watching the light change. Noticing how your partner smiles at something you said. Living without the weight of being right about everything pressing down on every moment.

      The collapse of knowledge isn’t something you solve. It’s something you survive. And survival doesn’t require winning every epistemological battle. It requires knowing which battles to fight, which to walk away from, and which to acknowledge you’re too tired for today.

      Maybe tomorrow. Maybe never. Either way, the universe will be fine. And more importantly, so will you.
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      He writes about systemic and mental health ‘challenges’ (we’re not allowed to call them ‘problems’ anymore) with the irreverence of someone who’s survived them, the rigour of someone who’s researched them, and the cosmic humour of someone who recognises we’re all having this conversation on a small planet orbiting an ordinary star, which doesn’t minimise suffering but provides useful perspective about our tendency to overcomplicate solutions.

      This is not his first book. He’s almost certain there will be more, but he’s learned not to make predictions about the future because the universe has a dark sense of humour about such things.
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